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Abstract

Bayesian neural networks (BNNs) have undergone many changes since the seminal work of
Neal [Nea96]. Advances in approximate inference and the use of GPUs have scaled BNNs to
larger data sets, and much higher layer and parameter counts. Yet, the priors used for BNN
parameters have remained essentially the same. The isotropic Gaussian prior introduced by
Neal, where each element of the weights and biases is drawn independently from a Gaussian, is
still used almost everywhere.

This thesis seeks to undo the neglect in the development of priors for BNNs, especially
convolutional BNNs, using a two-pronged approach. First, I theoretically examine the effect
of the Gaussian isotropic prior on the distribution over functions of a deep BNN prior. I show
that, as the number of channels of a convolutional BNN goes to infinity, its output converges
in distribution to a Gaussian process (GP). Thus, we can draw rough conclusions about the
function-space of finite BNNs by looking at the mean and covariance of their limiting GPs.

The limiting GP itself performs surprisingly well at image classification, suggesting that
knowledge encoded in the convolutional neural network (CNN) architecture, as opposed to the
learned features, plays a larger role than previously thought.

Examining the derived CNN kernel shows that, if the weights are independent, the output of
the limiting GP loses translation equivariance. This is an important inductive bias for learning
from images. We can prevent this loss by introducing spatial correlations in the weight prior of
a Bayesian CNN, which still results in a GP in the infinite width limit.

The second prong is an empirical methodology for identifying new priors for BNNs. Since
BNNs are often considered to underfit, I examine the empirical distribution of weights learned
using stochastic gradient descent (SGD). The resulting weight distributions tend to have heavier
tails than a Gaussian, and display strong spatial correlations in CNNs.

I incorporate the found features into BNN priors, and test the performance of the resulting
posterior. The spatially correlated priors, recommended by both prongs, greatly increase the
classification performance of Bayesian CNNs. However, they do not at all reduce the cold-
posterior effect (CPE), which indicates model misspecification or inference failure in BNNs.
Heavy-tailed priors somewhat reduce the CPE in fully connected neural networks.
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Ultimately, it is unlikely that the remaining misspecification is all in the prior. Nevertheless,
I have found better priors for Bayesian CNNs. I have provided empirical methods that can be
used to further improve BNN priors.
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Chapter 1

A philosophical and historical introduction

How can one form useful and true beliefs? When prospective beliefs or hypotheses can be
grounded in empirical observations, statistics provides a useful framework for this problem. To
statistics, all observations are described as part of a structured data set, and each hypothesis is
specified as a probability distribution over possible data sets [Rom17]. Upon observing a data
set, we use the relationship between hypotheses and data to discard or strengthen our belief in
each of the hypotheses we consider.

On what basis can we pick one hypothesis over another? The No Free Lunch (NFL)
theorems due to Wolpert [Wol96] are a modern statistical formalisation of David Hume’s
problem of induction, which he posed in 1739 and is still a central question in the philosophy
of statistics [Hen20]. The NFL theorems state that, without making any assumptions on the
process that generates the data set, any algorithm for picking a hypothesis is as good as any
other at predicting future data. In other words, it is impossible to learn solely from data, without
making assumptions. Furthermore, these assumptions cannot be justified by any amount of data.
Even widely accepted principles like Occam’s Razor are unjustifiable and hinder prediction as
often as they help.

And yet, it learns. There exist processes in our world, like the reader of this sentence, which
successfully learn from data. It follows that the problems these processes encounter are not all
possible problems, but rather a manageable subset. The assumptions that describe this subset
can form a basis for learning algorithms that work well in practice. In machine learning (ML),
the assumptions that power a learning algorithm are termed the algorithm’s inductive bias. The
question thus becomes, what inductive biases describe real problems, or are close enough to be
useful?

This thesis is an attempt to answer this question, for learning algorithms that use Bayesian
neural networks (BNNs). To decide whether some assumption is useful for real-world learning
I use a theoretical and an empirical approach.
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• The theoretical approach attempts to understand the inductive biases of BNN priors.
Once partially understood, one can modify the prior to include biases that are widely
agreed to be useful for real problems. Specifically, I introduce translation insensitivity to
the Gaussian process model of BNNs, for image classification problems, in Chapter 3.
Chapter 4 justifies the GP model of convolutional BNN priors, by showing that BNNs
converge to it in the limit of infinite width.

• The empirical approach simply tests how well different priors work on real data sets. It
is attractive because understanding all the interactions between priors and the structure of
BNNs is too hard. It is employed to draw new conclusions and to validate the theoretical
approach, in Sections 3.4 and 4.4 and Chapter 5. Of course, the empirical approach cannot
be free of assumptions, but the assumptions needed to justify its procedure (empirical
risk on a held-out sample) are relatively uncontroversial in statistics and ML.

1.1 Why Bayesian neural network priors? A history.

To justify the study of priors of Bayesian neural networks, we turn to the success of deep
learning, the Bayesian paradigm and, to a lesser extent, Bayesian deep learning. Along the way,
we briefly examine the intellectual trends that led to this work.

It is undeniable that deep learning is the current most successful machine learning paradigm.
Since 2010, many breakthroughs in machine perception and pattern recognition have been
possible only with deep learning: large improvements in computer vision [KSH12], superhuman
performance in the game of Go [Sil+16], astonishingly human-like natural language capabilities
[Rad+18], and many more.

1.1.1 Early, small BNNs, and their corresponding Gaussian processes

The seminal work of Neal [Nea96] introduced true Bayesian neural networks by providing
an efficient Markov chain Monte Carlo (MCMC) approximation to their posterior. One of
Neal’s conclusions was that the capacity of the model should be as large as possible, and its
size should not be limited by the amount of data available. His investigations into BNN priors
that behaved sensibly when the width of the network approaches infinity led to the introduction
of GPs to machine learning [WR96; RW06]. At that time, GPs were easier to use and worked
at least as well as the small and shallow BNNs they approximated [Mac98].

Deep learning is at its best when massive amounts of data are available. In contrast,
Bayesian ML methods, in particular GPs, have been most successful in problems where data is
scarce, and where the uncertainty in predictions is key. Example applications include Bayesian
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optimisation (see e.g. [SLA12] and references therein) and early model-based reinforcement
learning (RL) [DR11].

The basic building blocks of deep neural networks have been known since the 1960s
[Sch15]. It was only with the use of GPUs to increase the size of neural networks (NNs) and
accelerate computation that these methods became powerful and popular in the 2010s [Cir+10].

1.1.2 The BNN revival: bigger and better, but still using the same priors

In the same way, Bayesian neural networks are known since at least 1992 [Mac92], yet they
only became popular after 2015. Philosophically committed Bayesians saw that large and deep
neural networks worked extremely well, and sought to bring the Bayesian benefits of small
data and uncertainty quantification to them.

Thus, work focused on enlarging the BNNs of Neal [Nea96] by using variational inference
(VI), an approximate inference technique that could work with minibatches, unlike Hamiltonian
Monte Carlo (HMC). Early work in this line includes Graves [Gra11], and works like Hernández-
Lobato and Adams [HA15], Blundell et al. [Blu+15], and Gal and Ghahramani [GG16]
popularised BNNs in the broader ML community.1 Even if approximate inference methods
still do not accurately represent the posterior of BNNs, some argue that the field is already
successful at quantifying uncertainty and produces predictions better than mainstream deep
learning [WI20].

Despite the popularity of the field and improvements to approximate inference, priors for
BNNs have remained essentially the same since the work of Neal [Nea96]. Isotropic Gaussian
weight distributions, like the ones in Sections 2.1.2 and 2.3.3, are used everywhere, with very
few exceptions. However, there is no guarantee that the isotropic Gaussian is best.

Indeed, with the enormous amount of possible probability distributions, it would be surpris-
ing if isotropic Gaussian priors were the best. Some evidence for this proposition is the cold
posterior effect ([Wen+20a], and Chapter 5). It is the observation that raising the posterior to
a power larger than 1, thus increasing the role that the data plays in it, greatly improves the
performance of some BNNs. This should not happen if the prior, likelihood and inference are
correct.

1There is a faction of Bayesian deep learning (BDL) researchers, including the author of this thesis, who think
variational inference for NNs has failed, and MCMC is more accurate and fast enough for BNNs [HM20; Wen+20a;
For21; Izm+21]. Their work typically uses stochastic gradient Markov chain Monte Carlo (SG-MCMC) to achieve
the scalability to large data sets of VI. SG-MCMC was developed around the same time as the BNN revival
[WT11]. It remains to be seen whether SG-MCMC will prove worthy of becoming the de-facto approximate
inference method for BNNs.
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1.2 Contributions in detail, papers

This thesis is concerned with the choice of priors for Bayesian neural networks, and in particular
convolutional BNNs. This is a hard task, because priors are specified on the weight space, and
they affect the function space in non-intuitive ways (Section 2.5.2). To tackle it, we employ
two approaches.

1.2.1 The theoretical approach: limiting Gaussian process

Chapter 3 presents a way to construct kernels for GPs, that resemble the prior of a Bayesian
FCNN or CNN. This is done by assuming that the activations at every layer form a Gaussian
process, indexed by the input set X , and calculating the resulting mean and covariance. As
a result, the prior over functions is easy to understand, while still allowing us to draw rough
conclusions about the function space prior of the BNN.

Much of the chapter is spent explaining how to calculate kernels for CNN priors, and
exploring the effects of various assumptions on the correlation of the weight matrices. In
particular, assuming that the weights are uncorrelated makes it computationally easy to calculate
the kernel; but also discards the desirable inductive bias of translation insensitivity.

Thus, we can introduce spatial correlation in weight priors for CNNs. This preserves
translation insensitivity when the activations are assumed Gaussian. Presumably, this is also
helpful when working with actual BNNs, which is confirmed empirically in Chapter 5.

This chapter’s core theoretical contributions are in Sections 3.2 and 3.3. Great part of its
content is from [GRA19], but most of the overall conclusions were reached in [GW21]

[GW21] Adrià Garriga-Alonso and Mark van der Wilk. “Correlated weights in infinite limits
of deep convolutional neural networks”. In: Proceedings of the 37th Conference on
Uncertainty in Artificial Intelligence (UAI). 2021. arXiv: 2101.04097,

Chapter 4 makes the connection between a BNN and its Gaussian approximation explicit.
As the number of channels of a BNN goes to infinity, its output converges in distribution to a
Gaussian process.

This implies that the behaviour of BNNs with many channels (i.e. wide BNNs) will resemble
the limiting GPs. It thus mathematically shows that the conclusions in the previous chapter do
approximately hold for finite BNN priors.

The core contribution of this chapter is Section 4.2, the heuristic argument for why CNNs
with many channels should be GPs. It is based on my paper [GRA19]

https://arxiv.org/abs/2101.04097
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[GRA19] Adrià Garriga-Alonso, Carl Edward Rasmussen, and Laurence Aitchison. “Deep convo-
lutional networks as shallow Gaussian processes”. In: 7th International Conference on
Learning Representations (ICLR). 2019. arXiv: 1808.05587.

This paper contains a proof that CNNs converge to GPs as well. However, the proof was
obsoleted by the more general approach due to Yang [Yan19]. Yang’s approach is included in
this thesis instead, and used for the part of the chapter that comes from [GW21].

In this chapter, the weights of the BNNs prior are still assumed Gaussian. There is
a discussion in Section 4.1 about non-Gaussian weight distributions that still lead to GP
behaviour.

1.2.2 The empirical approach: try various priors

Sections 3.4.3 and 3.4.4 provide empirical support for the spatially correlated priors, derived
theoretically in the rest of Chapter 3.

Sections 3.4.1 and 3.4.2 explore the use of CNN kernels as models in their own right. They
examine the resulting GP’s classification performance and uncertainty calibration, respectively.
They show that even GPs without a deep feature extractor can do reasonably well in image
classification, though less well than finite BNNs.

Section 4.4 examines the convergence rate of BNNs priors to their limiting Gaussian distribu-
tion, as their width increases. It shows that BNN priors are very close to GPs for the number of
channels used in practice. This does not, however, imply that the posterior converges just as
quickly with width, as the results of Section 3.4.1 show.

Chapter 5 tries many non-Gaussian priors for BNN weights, examining their performance in
supervised learning tasks and whether they reduce the cold posterior effect.

The chapter first examines the empirical distribution of BNNs trained with SGD, to de-
termine what characteristics the priors should have; with the justification that the isotropic
Gaussian prior leads to BNNs that underfit. This leads to the recommendation that FCNN priors
should be heavy tailed, and CNN priors should have spatially correlated weights, validating the
conclusions of Chapter 3.

Then, it turns to examining the classification performance of the considered priors. The
clearest finding of this stage is that spatially correlated priors from Chapter 3 lead to easier
inference and better performance in Bayesian CNNs.

https://arxiv.org/abs/1808.05587
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This chapter is based on the following work, in which I am joint first author with Vincent
Fortuin:

[For+22] Vincent Fortuin, Adrià Garriga-Alonso, Florian Wenzel, Gunnar Rätsch, Richard Turner,
Mark van der Wilk, and Laurence Aitchison. “Bayesian neural network priors revisited”.
In: 10th International Conference on Learning Representations (ICLR). 2022. arXiv:
2102.06571.

1.2.3 Credit assignment for each work

It is no exaggeration to say that none of my papers would have been written and finished
without my excellent co-authors. Here is a description of my contributions to each paper.

[GRA19] I had the original idea to apply the infinite width limits to deep CNNs, wrote and
performed the classification performance experiments in Sections 3.4.1 and 3.4.2, did
the calculations in Chapter 3 and wrote about 80% of a first draft. Laurence Aitchison
then brought that draft to completion, along the way greatly improving the notation
and presentation. He conceptualised and executed the convergence rate experiment in
Section 4.4, and wrote a formal version of Section 4.2 that did not make it into this thesis.
Carl Rasmussen advised and greatly encouraged me to go ahead with the project.

[GW21] Mark van der Wilk had the idea to try correlated weights, and unify the two strands
of convolutional GPs [GRA19; WRH17]. We both improved Laurence’s notation for
indexing CNNs, bringing it to the one presented in Chapter 2 and used throughout this
thesis. I performed the experiments (Sections 3.4.3 and 3.4.4) and wrote about half
the paper, including editing the final draft to what appears in Section 3.2. I wrote the
formal proof that the correlated-weight CNN converges to a GP in the limit of infinitely
many channels, using the NETSOR language due to Yang [Yan19], which appears in
Section 4.3.

[For+22] Vincent Fortuin started reading everything about BNN priors due to some discussions we
had, leading to [For21]. After Wenzel et al. [Wen+20a], he decided to try and improve
them, bringing me, then Florian Wenzel, Laurence, Mark and Richard Turner into the
project. Vincent and I then wrote most of the experiment software, with Laurence making
some good early architectural decisions. I focused on testing experiment correctness
and implementing robust and correct stochastic gradient MCMC [Gar21]. Vincent
was responsible for most of the experiments on Gunnar Rätsch’s GPU clusters, except
Figs. 5.2, 5.3 and 5.6 and Section 5.5 which I did. The other authors did almost all of the
writing; I wrote about some MCMC technicalities and experiments.

https://arxiv.org/abs/2102.06571


Chapter 2

Neural networks: conventional and
Bayesian

This chapter reviews Bayesian neural networks, their architectures and prior distributions, to
the level needed to read the rest of the thesis. The presentation style is more formal than what a
practitioner would use, which suits the calculations and proofs of further chapters. At the same
time, concepts mentioned here are not explained in depth. Rather, they are briefly reviewed in
common notation, and the reader is directed to appropriate textbooks. The reader is encouraged
to skim or skip this chapter and, if necessary, refer to it later.

2.1 Supervised learning and neural networks

Consider an input and output domain, X and Y . Assume that given an input x ∈ X , its
corresponding output y ∈ Y can be predicted. In other words, there is a mapping f that
explains the connection from input to output, y ≈ f(x). However, we do not know the
mapping. All we have is a data set D ≜ {(x1,y1), . . . , (xN ,yN)} of N input-output pairs
from X × Y .

Supervised learning is the problem of finding this mapping from the examples in D, in a
way that works well (generalises) to points not in D [Bis06]. One approach to this problem
is to define a hypothesis class H, a set of functions that are all plausible candidates for the
mapping f . Then, using D, choose a hypothesis fromH that represents f as well as possible.

One can see neural networks as a powerful way to define hypothesis classes. In this view, a
neural network is a function fNN(x; θ) that depends on the input x as well as some parameters
θ. The set Θ of possible values of θ, together with the form of fNN, jointly determine the
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hypothesis classH. Training the neural network is about finding some θ ∈ Θ that explains the
data well, most of the times using an algorithm similar to gradient descent (Section 2.2.2).

2.1.1 Fully-connected neural networks

The FCNN is the conceptually simplest NNs architecture, so we present it first. Suppose the
inputs and outputs are C(0) and C(L)-dimensional real vectors, respectively. That is, X = RC(0)

and Y = RC(L) . We may define our hypothesis class as a FCNN with L layers, L ∈ N.

Definition 2.1.1 (Fully-connected neural network with L layers). The input to the FCNN is a
vector x ∈ X . For every layer ℓ ∈ {0, . . . , L}, the post-nonlinearity activations of layer ℓ are

Z(0)(x) ≜ x, Z(ℓ)(x) ≜ ϕ
(
A(ℓ)(x)

)
. (2.1)

That is, the base post-nonlinearity activations are just the input x. The rest are defined in terms
of the activations A(ℓ)(X), by applying a 1-d function ϕ : R → R to each of their elements.
The function ϕ is called the nonlinearity of the NN. A commonly used nonlinearity ϕ is the
rectified linear unit (ReLU), ϕ(x) = max (0, x).

We construct the activations of the next layer from Z(ℓ)(x) using a linear transformation.
Henceforth we denote the set {1, 2, . . . , L} as [L]. For each ℓ ∈ [L], the ℓth layer activation is

A
(ℓ)
i (x) ≜ b

(ℓ)
i +

C(ℓ−1)∑
j=1

W
(ℓ)
i,j Z

(ℓ)
j (x), (2.2)

with weights W (ℓ) and biases b(ℓ). The functional form of the FCNN is then fNN(x; θ) =

A(ℓ)(x). The parameters θ are all the weights and biases from every layer, θ =
{(
W (ℓ), b(ℓ)

)}L
ℓ=1

.

2.1.2 Random fully-connected neural networks

Many situations call for picking a sensible function from the classH, without reference to the
training data D. For example, choosing the initial state for an iterative training procedure, or
defining the prior plausible hypotheses in Bayesian inference.

For these purposes, we can place a probability distribution overH and draw a function from
it. Ideally, simpler or more plausible hypotheses have a higher probability. One imperfect way
to do this is to draw the parameters θ independently from a zero-mean Gaussian distribution.
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That is, for all layers ℓ ∈ [L] and channels i ∈
[
C(ℓ)

]
, j ∈

[
C(ℓ−1)],

b
(ℓ)
i

iid∼ N
(
0, σ2

b

)
, W

(ℓ)
i,j

iid∼ N
(
0,

1

C(ℓ−1)σ
2
w

)
. (2.3)

The parameters σ2
b , σ

2
w are non-negative and represent the variance of the biases and weights

respectively. The factor 1
C(ℓ−1) normalises the weight variance, ensuring that the sum of the

weights over j always has variance σ2
w, no matter what the value of C(ℓ−1) is. This was

introduced by Neal [Nea96] and will be used in Chapters 3 and 4.
The values of σ2

b and σ2
w are hyperparameters to be tuned. If the nonlinearity ϕ of the

network is the ReLU nonlinearity, it is often beneficial to set σ2
w = 2 [He+16a]. When the

bias variance is σ2
b = 0, this ensures that the variance of the activations A(ℓ)(x) remains the

same for every ℓ ∈ [L], as opposed to growing or shrinking with depth (see Section 3.1.2).
Even when σ2

b ̸= 0, the resulting network variance will grow linearly with depth instead of
exponentially so long as σ2

w = 2.

2.2 Training: frequentist and Bayesian approaches

Training NNs involves finding one, or several, settings of the weights θ which explain the data.
We can measure how well some hypothesis explains the observed data by the probability of the
data under that hypothesis. We call this quantity the likelihood, and its value is

L(θ) = log p(D | θ). (2.4)

What is this p(D | θ) probability of the data given the parameters? A FCNN is a mapping
from an input x to an output A(ℓ)(x), but there is nothing about probabilities in Definition 2.1.1.
We now define p(D | θ) in terms of the outputs of the NN.

2.2.1 Likelihood functions, regression and classification

Usually, we make the assumption that each data point is separate and independent from the
others. This is encoded in the expression of log p(D | θ) by having a separate probability for
each data point (xn, yn). That is,

log p(D | θ) = log p
(
{(xn, yn)}Nn=1

∣∣∣ θ) =
N∑

n=1

log p(yn |xn; θ). (2.5)
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What form does the per-point likelihood p(yn |xn; θ) take, and how does it use the parame-
ters of the neural network? Usually, the likelihood for yn will depend only on the output of the
NN when applied to xn. That is, p(yn |xn; θ) = flik

(
yn
∣∣A(ℓ)(xn)

)
.

As it turns out, the form of flik depends heavily on the type of the output data Y . For clarity,
we set fn to the output of applying the NN to the input xn, that is, fn = A(ℓ)(xn).

Regression. When the output space Y is the real numbers or a vector of real numbers, we call
the problem a regression problem. An appropriate likelihood for this setting is the Gaussian
likelihood, with mean given by the output of the NN fn and a fixed variance σ2

y ,

log flik(yn | fn) = logN
(
yn
∣∣ fn, σ2

y

)
. (2.6)

Here N (yn | . . .) denotes the Gaussian probability density function (PDF), with variable yn.
The variance σ2

y is a hyperparameter. It can be learned along with θ or simply fixed to a sensible
value. For example, σ2

y = 1
2

makes the Gaussian likelihood equivalent to a quadratic loss.1

There are other likelihoods appropriate for regression. For example, the Laplace or Student-t
likelihoods, which are less sensitive to large errors in predicting some yn.

Classification. A more common case in this thesis is that Y is one of several possible classes.
For example, the CIFAR-10 [Kri09] data set contains 50 000 colour images of 32× 32 pixels,
depicting ten kinds of objects. In this case the output domain is Y = {1, . . . , 10}, representing
each of the K = 10 possible subjects of the images (a frog, an airplane, etc.).

The most common likelihood for classification is the categorical likelihood, defined as
follows. The network has K output dimensions, which express the probability of the label
yn belonging to each of the K classes. The outputs of the NN fn do not form a probability
distribution by default, so they are made to do so using the softmax nonlinearity. Using notation
fn,k = A

(L)
k (xn), the log-probability of a label yn for each class k ∈ [K] is

log flik(yn = k |fn) = fn,k − log
K∑
i=1

exp (fn,i). (2.7)

2.2.2 Maximum likelihood with gradient descent

Earlier, we introduced the likelihood as a way to measure how well a hypothesis explains
the observed data (eq. 2.4). Accordingly, we may choose a good hypothesis θ̂ by explaining
the data maximally well, that is, maximising the likelihood: θ̂ = argmaxθ L(θ). Maximum

1
(
σ2

y

)−1
= 2 cancels out the factor of −1/2 in the Gaussian density function.
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likelihood estimation (MLE) is a popular frequentist estimator with decent properties [CB02,
Section 7.2.2].

From the point of view of the Bayesian, the MLE has a very important drawback. If there
are several plausible values for θ̂ with the current amount of data, it can only consider one of
them. Thus, it does not provide a measure of uncertainty about the hypothesis h ∈ H. It must
be said that there are plenty of frequentist ways to quantify the uncertainty on a hypothesis,
such as interval estimators or hypothesis testing. However, they are considerably more complex
than the MLE, or Bayesian estimators. For these reasons, the MLE is the only estimator in
wide use in deep learning.

Another drawback of the MLE, recognised by all, is that finding the maximum of L(θ) is
not a simple task, especially when using NN. Instead, we employ an iterative, approximate
procedure for this task: stochastic gradient descent (SGD).

Gradient descent with momentum (we minimise −L(θ)) iteratively applies the following
steps to our current best guess of the parameters, θt. We start by drawing θ1 from, for example,
the distribution in eq. (2.3), and then

mt+1 = (1− β)mt +∇θL(θt), θt+1 = θt + ℓM−1mt+1. (2.8)

Here the momentum m is a vector with the same size as θ. The preconditioning matrix M
is usually diagonal, and it adjusts the learning rate ℓ for every element of θ. A good way
to learn the preconditioning matrix M , which we use in Section 5.4, is RMSProp [HSS],
which sets the diagonal of M to the empirical standard deviation of the gradient, Mi,i =√

1/N
∑N

n=1 (∇θL(θt−n))2i .
To speed up the algorithm, a common practice is to use stochastic estimates of the gradient.

Since the likelihood is factorised (eq. 2.5), the gradient is a sum of gradients of individual
log-likelihoods. Thus, we can take a random minibatch B ⊂ [N ] and approximate

∇θL(θ) ≈ ∇̃θL(θ) =
N

|B|
∑
b∈B

∇θ log p(yb |xb, θ). (2.9)

The result is an unbiased estimator of the gradient, and can be used instead of the gradient in
eq. (2.8).
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2.2.3 Bayesian learning with gradient MCMC

Bayesian learning incorporates a prior term p(θ), which describes how likely some hypothesis
θ is before seeing the data. All inferences are ideally done by integrating with the posterior

log p(θ | D) = log p(D | θ) + log p(θ)− Z. (2.10)

This is Bayes’ theorem, in logarithmic form. Z = log p(D) is the marginal likelihood. Integrat-
ing with respect to the posterior is very complicated, since often we cannot even write down
its density, because of the complicated constant Z. For this reason, we resort to approximate
inference methods. An easy way out is maximum a posteriori (MAP) inference, which finds
the maximum of eq. (2.10), with an algorithm like SGD. Fortunately, ∇θZ = 0, so we can
mostly ignore Z.

A more accurate approach involves obtaining samples θ1, θ2, . . . from the posterior, and
estimating the integral with respect to some function f as 1/N

∑
n f(θn). The problem then

reduces to obtaining samples from the posterior, which we can do using MCMC algorithms.
An efficient stochastic gradient Markov chain Monte Carlo (SG-MCMC) algorithm that

uses gradient information can be obtained from the Euler-Maruyama discretisation of the
Langevin stochastic differential equation [CFG14; Wen+20a],

mt+1 = (1− γh)mt + h∇θ log p(θt | D) +
√
hM 1/2

√
2γTϵt (2.11)

θt+1 = θt + hM−1mt+1. (2.12)

Here ϵt,d
iid∼ N (0, 1) are Gaussian random variables, and T is the temperature (see Section 5.1).

With an appropriate generalised Metropolis-Hastings correction [MFC19], if it runs for long
enough, this algorithm is guaranteed to sample from the correct posterior distribution.

The expression for this Langevin sampler is extremely similar to SGD with momentum
(eq. 2.8), but with an added noise term. In fact, when T = 0, they generate exactly the same
sequence of parameters, for time step h =

√
ℓ and appropriate γ [Wen+20a].

In theory, when using the MLE to determine a large amount of parameters, NNs should
overfit to the training data and not extrapolate well. However, that does not seem to happen
in practice. This has led some to speculate that SGD has some implicit regularisation [SL18],
or is close to a Bayesian sampler [MHB17]. With such close similarity between SGD with
momentum and the Langevin algorithm, this would not be surprising.

The reason we present a Langevin sampler for NNs and not HMC is that the former is
supposedly more robust to gradient noise, since it adds noise itself [CFG14]. In reality, the time
step h needs to be extremely small to have decent acceptance probabilities, so the accuracy of
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stochastic gradient Langevin is questionable [Gar21]. Additionally, HMC can handle subsets
of data just as well [Nea12; CJ21].

2.3 Convolutional neural networks

Convolutional neural networks (CNNs) use the convolution operation (denoted “∗”) at every
layer, instead of scalar multiplication. The distinguishing feature of CNNs is that their inputs,
features and weights have one or more spatial dimensions over which the convolution operation
takes place.

The most common application of CNNs is computer vision, or any kind of task that involves
images. In this case, the convolution is over two spatial dimensions: the horizontal and
vertical axes of the image. Image CNNs have been incredibly successful at image classification
[LeC+90; KSH12; He+16a], game playing and robotics tasks with images as input [Mni+15;
Lev+16; Sil+16], and much more. CNNs with one spatial dimension work well for sequential
tasks like audio generation [Oor+16] and machine translation [Kal+16], though recently these
have been replaced by attention-based or transformer models [Vas+17].

One of the keys to the success of CNNs is that, compared to a FCNN, they restrict the
representable functions into those that are approximately translation equivariant on the in-
put image: if we move the input image by some amount of pixels to the left and upwards,
the representation at the last layer also moves spatially by a proportional amount.2 This is
accomplished by applying the same function, with the same weights, at different locations
in the image [GBC16, Section 9.2]. The restriction is desirable because we believe the true
classification hypothesis is approximately translation equivariant, so we can search through a
smallerH which excludes many useless candidates. In practice, this means that a convolutional
NN needs fewer parameters than a FCNN that handles the same input size. We will return to
the notion of translation equivariance and its desirability in Sections 3.3 and 5.2.2.

2.3.1 The discrete convolution operation

We now build up to the definition of a CNN architecture, starting by the definition of a D-
dimensional discrete convolution. The formality here is overly detailed for working with
convolutional networks, but will be essential when calculating the kernel of their corresponding
GP in Chapter 3.

2CNNs are not always exactly equivariant. For example, the output of a convolution with stride 2 will change
if the input image moves by an amount that is not a multiple of 2 pixels.
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See Goodfellow, Bengio, and Courville [GBC16, Section 9.1] and [DV16] for more
accessible explanations of convolutions in deep learning; which may have strides, dilation and
padding. For now, we define our tuple notation, which will be useful throughout this work.

Definition 2.3.1 (Tuple notation, tensors and indexing). A D-tuple is an ordered collection
of D elements, for example P = (P1, P2, . . . , PD). The most common tuples in this thesis
are tuples of natural numbers, used for defining and indexing vectors, matrices and tensors.
Indexing as well as the set N start from 1.

For P ∈ N, we have defined the notation [P ] ≜ {1, . . . , P}. For a natural D-tuple P ∈ ND,
we define [P ] in an analogous way: it is the product set [P ] ≜ [P1]× [P2]× · · · × [PD]. That
is, the set formed by counting from 1 to P with each of its elements.

A tensor with shape P is a collection of
∏D

d=1 Pd elements. Each of the tuples in [P ]

corresponds to one of these elements. Thus, we say that all tuples in [P ] can index the
tensor. For example, we may define the tensor A ∈ RP , and index each of its elements as
Ap = Ap1,...,pD , for some index p ∈ [P ].

A vector and matrix are a tensor with a 1-tuple and 2-tuple shape respectively.

Definition 2.3.2 (Discrete convolution). Let D ∈ N be a number of spatial dimensions, the
tensor-valued weights W ∈ RP , input X ∈ RF , and output Y ∈ RF ′ . The tensor sizes P
(patch size) and F ,F ′ (feature sizes) are each a D-tuple, P ,F ,F ′ ∈ ND. We say that Y is
the result of the convolution operation Y =W ∗X , if

Yq1,...,qD =

P1∑
p1=1

· · ·
PD∑

pD=1

Wp1,...,pDXq̃1(p1),...,q̃D(pD). (2.13)

Here, q̃d(·) : [Pd]→ [F ′d] are the patch functions for a given output location q (Definition 2.3.4).
Using D-tuples p, q as indices, we can also write

Yq =
P∑

p=1

WpXq̃(p). (2.14)

Counting from 1 to P is done in such a way that p takes all the values in [P ].

Remark 2.3.3 (Padding). Often, we want to define the output Y for locations that, in the
terms of the sum in eq. (2.13), would access the input Xq out of bounds. That is, terms in
eq. (2.14) which attempt to access Xq̃(p), where for some dimension d the index is q̃d(pd) < 1

or q̃d(pd) > Pd.



2.3 Convolutional neural networks 15

The solution is simply to define the padding scheme, i.e. to determine what happens in
these cases. The most common scheme is zero padding (Xp = 0 if any pd is out of bounds), so
called because intuitively it surrounds the tensorX with zeros.

Definition 2.3.4 (Patch function). For each dimension d ∈ [D], the exact value of the patch
function depends on the stride s ∈ N, and the dilation h ∈ N. For output position q, the patch
function of the dth dimension q̃d(·) : [Pd]→ [F ′d] is

q̃d(pd) = sqd − h
(
pd −

⌈
Pd

2

⌉)
. (2.15)

More compactly, for a D-tuple index p, we often write q̃(p) ≜ [q̃1(p1), . . . , q̃D(pD)].

Example 2.3.5 (2-dimensional convolution). Since CNNs are mostly used with images, the
most common kind of convolution is 2-dimensional, D = 2. The dimensions (1, 2) usually
correspond to the vertical and horizontal directions in the image. Accordingly, the patch sizes
P have as components the height Ph ≜ P1 and the width Pw ≜ P2; analogously for the feature
sizes F ,F ′. With stride and dilation s = h = 1, and 3× 3 patches (Ph = Pw = 3), using the
definition of the patch function, the abstract convolution (eq. 2.13) becomes

Yq,q′ =

Ph∑
p=1

Pw∑
p′=1

Wp,p′Xq−p+2,q′−p′+2, (2.16)

which is the definition of the 2-d convolution for deep learning [GBC16, eq. 9.4], with a
centered convolutional kernelW .

A related concept is the convolutional patch, or simply patch, which is the image of a patch
function. Intuitively, for an output location q, the patch is all the locations of the inputX that
need to be accessed to calculate Yq. Note that this is the image of the patch function, and not
its domain, because the patch function maps from locations in the convolutional filter W to
feature input locations in [F ].

Definition 2.3.6 (Convolutional patch). Given an output location q for which its patch function
q̃(·) is defined, the convolutional patch im(q̃) is the set im(q̃) = {q̃(p) | for all p ∈ [P ]}.

2.3.2 From convolution operations to neural networks

A convolutional neural network (CNN) is defined analogously to a FCNN, except the scalar
multiplication between weight and activation becomes a convolution. For this purpose, the
inputs and activations have a channel dimension C(ℓ), and also spatial dimensions F (ℓ).
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The inputX is a real-valued tensor of shape C(0) × F (0), where C(0) ∈ N is the number of
channels and F (0) ∈ ND the spatial size of the input. For example, in the case of images, the
number of spatial input dimensions is D = 2. The number of input channels is typically C(0) =

3 for the red, green and blue colours. The feature sizes F (0) =
[
F

(0)
h , F

(0)
w

]
are the height and

width of the input images. We denote each channel of the input as [x1, . . . ,xC(0) ] =X .
The network has L layers. For each layer ℓ ∈ [L], the (pre-nonlinearity) activations

A(ℓ)(X) have shape C(ℓ) × F (ℓ). As with the input, we refer to each activation channel with
the lowercase a

(ℓ)
1 (X), . . . , a

(ℓ)

C(ℓ)(X).
The weightsW (ℓ) of a CNN map layer ℓ−1 into layer ℓ, and have shapeC(ℓ)×C(ℓ−1)×P (ℓ).

Each individualW (ℓ)
i,j is sometimes called a convolutional filter or kernel. Like in the case of

FCNNs, the biases are a vector b(ℓ) ∈ RC(ℓ) . Unlike FCNNs, the biases are usually omitted
from convolutional layers.

Definition 2.3.7 (Convolutional neural network). Fix a number of layers L. For each layer
ℓ ∈ {0} ∪ [L], including the input X , fix a number of channels C(ℓ) and layer size F (ℓ). For
ℓ ∈ [L], fix a patch size P (ℓ) and convolution parameters (stride, padding, dilation) and let
W (ℓ) ∈ RC(ℓ)×C(ℓ−1)×P (ℓ)

, b(ℓ) ∈ C(ℓ) be the weights and biases. Let ϕ(·) be an element-wise
nonlinearity. For convenience, let Z(ℓ)(X) be the post-nonlinearity activations, tensors of the
same size as the activations. Their definition depends on ℓ,

Z(0)(X) ≜X Z(ℓ)(X) ≜ ϕ
(
A(ℓ)(X)

)
(2.17)

The next layer’s activations are defined in terms of the post-nonlinearity activations. For
i ∈
[
C(1)

]
, the recursion is

a
(ℓ)
i (X) = b

(ℓ)
i +

C(ℓ−1)∑
j=1

W
(ℓ)
i,j ∗ z(ℓ−1)j (X) . (2.18)

The outputs of the CNN are the Lth layer activations A(L)(X). Figure 2.1 is graphical
representation of a 2-dimensional CNN (D = 2).

Remark 2.3.8 (Spatially extended outputs). The outputs A(L)(X) of a CNN have a layer size
F (L). This is useful when the desired network output has a spatial structure, for example an
image or sound wave. However, in many cases we do not need spatial structure in the output.
For example, in image classification, the network should just have one output for every class,
which has no spatial structure (Section 2.2).
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Fig. 2.1 A deep convolutional neural network following our notation. The network has L = 3
layers andD = 2 spatial dimensions. The output is not spatially extended

(
F (3) = [1, 1]

)
, since

the last patch size is the size of the previous layer (P (3) = F (2)). The big prisms represent
the features (input image and activations) at every layer, and the smaller prisms represent the
convolutional filters.

The solution to this is to set the last layer’s spatial size to 1 (F (L) = 1), and have as many
channels C(L) as desired non-spatial outputs. The output size is automatically 1 if the patch
size at layer L is the size of layer L− 1 (P (L) = F (L−1)). This is the case for Fig. 2.1.

This construction is equivalent to the architectural choice of “flattening” the penultimate
layer to a vector, and applying a fully-connected layer after that.

2.3.3 Random convolutional neural networks

Random CNNs are useful as a prior for a Bayesian treatment, and initialisation for training
with SGD. Similarly to FCNNs, for both purposes we will use an isotropic Gaussian prior on
the parameters. The weight variance is normalised to keep the variance of each layer constant
through changes in the number of input channels C(ℓ−1) and layer depth ℓ.

For each ℓ, we make the filtersW (ℓ) and biases b(ℓ) independent and identically distributed
(i.i.d.) Gaussian random variables. For each channel i ∈

[
C(ℓ)

]
, j ∈

[
C(ℓ−1)] and p ∈ P (ℓ),

W
(ℓ)
i,j,p

iid∼ N
(
0, σ2

w
1

C(ℓ)
∏

d P
(ℓ)
d

)
b
(ℓ)
i

iid∼ N
(
0, σ2

b

)
. (2.19)

Like in FCNNs, usually σ2
w = 2 to keep the variance constant across [L] when the CNN uses

the ReLU nonlinearity.

2.4 CNN architectures in this thesis

The convolution operation is the core of CNNs, and the basic CNN architecture in eqs. (2.17)
and (2.18) is fairly good at simple image classification tasks, like the MNIST [LeC+98] data
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set. However, modern CNN architectures incorporate more elements than the convolution and
ReLU operations. Many of these elements, like batch normalisation and residual connections,
generally make it easier to train deeper networks.

Some of the more common CNN architectures of the present day are the variants of
EfficientNet [TL19], DenseNet [Hua+17] and ResNet [He+16a]. In this section and for the
whole thesis, we focus on ResNets. First, however, we need to explain normalisation layers.

2.4.1 BatchNorm and other normalisation layers

Batch normalisation [IS15, BatchNorm] is used ubiquitously to make training NNs easier. Why
it works is still a mystery: the original authors speculated that it is due to stopping the distribu-
tion of activations from changing during training (the “internal covariate shift” explanation).
Santurkar et al. [San+18] believe there is little evidence for that, and BatchNorm makes the
loss landscape smoother instead, making optimisation easier. Whatever the explanation, it is
abundantly clear that BatchNorm does work, and it is used in many modern NN architectures.

Given a batch of input dataX = {x1, . . . , xB}, the BatchNorm layer normalises the mean
and variance of each individual neuron across the batch, while adding scale and location
parameters γ(·)· , β

(·)
· to retain expressivity in the NN. For data point b ∈ [B], and activation

indices ℓ, i,p,

µ
(ℓ)
i,p =

1

B

B∑
b=1

A
(ℓ)
i,p(xb), V

(ℓ)
i,p =

1

B

B∑
b=1

(
A

(ℓ)
i,p(xb)− µ(ℓ)

i,p

)2
, (2.20)

BN
(
A

(ℓ)
i,p(xb)

)
= β

(ℓ)
i + γ

(ℓ)
i

A
(ℓ)
i,p(xb)− µ(ℓ)

i,p√
ϵ+ V

(ℓ)
i,p

, (2.21)

where µ, V are the batch-wise empirical mean and variance, and ϵ ≈ 10−5 is a small positive
constant for numerical stability. Note that there is only one location and one scale parameters
(β

(ℓ)
i , γ

(ℓ)
i ) for every channel i.

Another way to see the BatchNorm is as a sphere projection. Seeing the input activations
A

(ℓ)
i,p(xb) as a vector over b, BatchNorm first projects it into a sphere of radius 1 centered on the

point whose all coordinates are µ(ℓ)
i,p [Yan+19].

There are other normalisation schemes. Generally, they apply the same normalisation using
the mean and standard deviation (equivalently, sphere projection), but viewed over dimensions
other than the minibatch. Some other popular transformations are
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• InstanceNorm [UVL16]: the normalisation statistics (mean and standard deviation) are
calculated over locations p of the input image (thus, there is one µ(ℓ)

b,i for every input
point xb, channel i and layer ℓ.

• LayerNorm [BKH16]: each input is normalised over all elements (i,p) in each layer ℓ
(thus, the normalisation statistics are indexed by b and ℓ). Moreover there is a scale and
location parameter for every neuron, indexed by (i,p).

2.4.2 Mean and max-pooling

Pooling operations are common in CNNs. They divide the input features in non-overlapping
patches, and summarise each patch in a single aggregate value, without mixing the channels.

For example, in the case of average pooling, the aggregating function is an average. Each
patch of size P (e.g. P = 2× 2) is averaged, cutting the resolution of the image in half. More
formally, starting from activations A(ℓ−1)(X),

A
(ℓ)
i,q(X) =

1

|P |
P∑

p=1

A
(ℓ−1)
i,q̃(p)(X). (2.22)

Note the use of a patch function in eq. (2.22), just like a convolution (eq. 2.14). The main
differences between a pooling and a convolutional layer are that in the former, the channels i
do not mix, and there are no weights to be learned.

Pooling operations are used to reduce the spatial size of the features of a CNN, without
adding learnable weights, like convolutions do. Another popular aggregation operation is the
maximum.

Global average pooling (GAP) is a special name for an average pooling operation where
the image size is reduced to 1× 1. In that case, the feature and patch sizes coincide, like the
final convolution of Remark 2.3.8 and Fig. 2.1.

2.4.3 ResNet: residual neural network

A residual NN models the identity function by default, and uses one or more NN layers (eq. 2.2)
to model deviations from this function. The deviations are also called the residual. This is
accomplished by introducing a skip connection every few layers of the NN. The basic structure
is

A(ℓ)(X) = A(ℓ−1)(X) + flayer
(
A(ℓ−1)(X); θ

)
(2.23)
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for a layer flayer of a neural network, e.g. flayer(A) = b(ℓ) + W (ℓ)ϕ(A), see eqs. (2.17)
and (2.18).

ResNets properly named typically use convolutions in flayer and are used for images
[He+16a]. They are also not a straightforward stacking of the layer in eq. (2.23), instead
having a somewhat more complicated structure of convolution sizes and skip connections: the
ResNet block, which we define next.

2.4.4 Architecture specification and ResNet blocks

In order to concisely state the structure of a ResNet and other NNs in this thesis, we introduce
an informal specification language. Each kind of NN layer or operation has a shorthand
designation. To specify a NN, we list its layers one after the other, starting with the one that
acts on the input. For example, “FC,BN, L× (relu,FC)” applies a fully connected layer, then
BatchNorm, then ReLU and fully connected L times. The possible operations are:

• FC: a fully-connected layer. Starting from the previous post-nonlinearity activations
Z(ℓ−1)(X), this operation represents calculating A(ℓ)(X) = b(ℓ) +W (ℓ)Z(ℓ−1)(X)

(eq. 2.2).

• relu: apply the ReLU nonlinearity, ϕ(x) = max (0, x).

• conv3×3: a convolution operation with patch size 3× 3 and stride (1, 1), unless otherwise
indicated (see Definitions 2.3.2 and 2.3.4). It has no bias parameter, unlike eq. (2.18) and
the fully-connected layer FC.

• avgpool2×2: average pooling with patch size 2× 2, with stride (2, 2).

• maxpool2×2: max pooling operation. Like avgpool2×2 but using the maximum as an
aggregation function.

• Global average pooling (GAP): average all spatial locations without mixing channels,
resulting in a spatial feature size of 1× 1.

• ResStackC=64
s=1,d=5: a ResNet stack with incoming stride s = 1, depth d = 5 and C = 64

channels at the output.

The ResNet block used in this thesis

There are several possible variants of convolutional ResNet blocks, many of which were
compared empirically by He et al. [He+16b]. Only one variant is used in this thesis: the one
that places BatchNorm before the ReLU.
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A ResNet stack (ResStack) is made of several stacked ResNet blocks (ResBlock). Each
ResBlock has two branches: the main branch and the shortcut. These are applied separately to
the previous post-nonlinearity activations Z = Z(ℓ−1)(X) and added at the end, which makes
the residual structure. In functional notation:

ResBlockC=channels
s=stride (Z) = relu

(
mainC

s (Z) + shortcutCs (Z)
)
. (2.24)

The ResNet block (ResBlock) and its two components have two parameters: the stride s of the
first convolution, and the number of channels C of the internal and final activations. The mainC

s

branch is a convolutional stack with batch normalisation.

mainC
stride = convC,stride

3×3 ,BN, relu, convC,1
3×3,BN (2.25)

Most of the time the shortcuts is simply the identity function, which is what makes this
CNN architecture a residual one. However, if s ̸= 1, the spatial size of the main and shortcut
branches would not match, so we use a 1× 1 convolution.

shortcutC1 = identity shortcutCstride = convC,stride
1×1 . (2.26)

Finally, the definition of a ResNet stack with depth d ≥ 1 is the application of d ResBlocks
in sequence, the first with stride s, and the rest with stride 1. That is,

ResStackC=channels
s=stride,d=depth = ResBlockC=C

s=s , (d− 1)×
(
ResBlockC=C

s=1

)
. (2.27)

2.5 Gaussian processes

GPs for supervised learning were introduced to the ML community by Williams and Rasmussen
[WR96]. They were inspired to apply GPs as priors over functions by Neal’s [Nea96] findings
that some NNs behave like GPs in the limit of infinite width. If Bayesian NNs priors are good
regressors, their corresponding GPs should also be.

Rasmussen and Williams went on to write the textbook about using GPs for machine
learning [RW06]. They explain the view of GPs as prior distributions over functions, how to
effectively solve ML problems with them, and more besides. This section focuses solely on
GPs as probability distributions, which is what is required to understand Chapters 3 and 4.

Definition 2.5.1 (Gaussian process). A GP is a collection of random variables (RVs), such that
every finite subset of the RVs has a joint Gaussian distribution.
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That is, consider a (possibly infinite) set X̃ . To each x ∈ X̃ there corresponds a random
variable, which we denote f(x). For any finite subset X ⊆ X̃ , the set of random variables
f(X ) = {f(x) |x ∈ X} is distributed according to the Gaussian

f(X ) ∼ N (m(X ), K(X ,X )). (2.28)

Here, the functions to the set X are shorthand for applying the function to every element in
X and forming a vector, or every element ofX×X and forming a matrix. IfX = {x1, . . . , xN},

f(X ) ≜

f(x1)...
f(xN)

 m(X ) ≜

m(x1)
...

m(xN)

 K ≜

K(x1, x1) · · · K(x1, xN)
... . . . ...

K(xN , x1) · · · K(xN , xN)

 . (2.29)

The definition of a GP is very similar to the definition of any other stochastic process:
they are all collections of RVs whose finite joint distributions have some property. Indeed, the
standard way to construct a stochastic process for some infinite index set is to define matching
probability distributions for all its finite subsets, and then invoke the Kolmogorov extension
theorem (Section A.3; see also [Tao11, Section 2.4, Theorem 2.4.3]).

2.5.1 Marginalisation properties in the multivariate Gaussian

The multivariate Gaussian has very convenient marginalisation properties, which make it very
simple to explain the GP as a probability distribution over functions. This property is that, to
obtain the marginal distribution over some subset of variables, it suffices to pick the appropriate
terms of the mean vector and covariance matrix.

That is, consider a set Y of jointly Gaussian RVs, indexed by IY . Their joint distribution
is Y ∼ N (m(IY), K(IY , IY)). Now consider some other set Z ⊆ Y . Then Z are also jointly
Gaussian and their distribution is Z ∼ N (m(IZ), K(IZ , IZ)).

For this reason, a GP is fully specified by its mean and covariance functions [RW06,
Section 2.2].

2.5.2 Weight-space and function-space view of GPs

We just described the function-space view of a GP: the mean and covariance functions define
an infinite-dimensional Gaussian distribution, which can be seen as a probability distribution
over functions f : X̃ → R. In this view, we operate directly with the joint distribution of the
function value for sets of input points.
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An alternative perspective on GPs, which makes it much more similar to NNs, is the weight-
space view. In this view, the GP distribution over functions is described by functional form
fGP(x; θ), and some distribution over the parameters θ. This is exactly the view of Bayesian
neural network described in Section 2.1. We shall spend Chapters 3 and 4 comparing BNNs
and GPs, so the weight-space view will be useful.

Definition 2.5.2 (Weight-space view). Suppose the kernel function K(x, x′) can be expressed
as an inner product of a vector function ψ : X̃ → RD. That is, for all x, x′ ∈ X̃ , K(x, x′) =

ψ(x)Tψ(x′).3 Now, consider a random vector θ ∈ RD, such that each of its elements
is a Gaussian θi

iid∼ N (0, 1). The weight space view is the observation that, for f(X ) ∼
N (m(X ), K(X ,X )),

f(X ) d
=m(X ) +ψ(X )Tθ. (2.30)

for any X ⊆ X̃ , where d
= is equality of distribution.

Thus, we can work with the weights θ or the functions f , as is convenient, and the two
will give the same results. One reason GPs are convenient is that, for them, one setting of
the weights θ in the weight space corresponds exactly to one function f in the function space.
BNNs do not have this property [Bur+21]: most of the time, there are several settings of the
parameters θ that correspond to the same function f . For example, one can obtain these by
permuting neurons in a FCNN, or channels in a CNN.

3By Mercer’s theorem, this is possible for every kernel function if we allow infinitely many basis functions
ψi(x) [RW06, Section 4.3].





Chapter 3

GP kernels from Bayesian neural networks

This chapter argues that, for the purposes of making predictions using BNNs, approximating
them as a Gaussian process is often good enough.

The preceding chapter explains the weight space and function space views of linear models
(Section 2.5). The function space view ignores the internal feature functions and weight
distributions of the model, and concerns itself only with the distributions of model outputs for
selected inputs.

In contrast, Bayesian neural networks are presented only as weights and biases that parame-
terise a functional form. Their function space is not discussed, because its distribution is too
complicated to represent in a different way. But what if it was not?

This chapter assumes that the function space distribution of a BNN prior is a Gaussian
process, and is thus easy to work with. More precisely, we assume that every layer’s activations
are Gaussian. For example, for a FCNN:

Assumption 3.0.1 (FCNN activations are Gaussian). Fix a fully connected neural network
(Section 2.1.1) with L layers, with a prior distribution where each element of the weights and
biases is independent (eq. 2.3). For every layer ℓ ∈ [L], the activations follow a (multi-output)
Gaussian process [

A
(ℓ)
1 (·), . . . , A(ℓ)

C(ℓ)(·)
]T
∼ GP

(
m(ℓ), K(ℓ)

)
(3.1)

with mean function m(ℓ) and covariance function K(ℓ).

Under this assumption, the function-space distribution of a BNN behaves as nicely as that
of a linear model: they are both Gaussian processes. Thus, for example, we can do Bayesian
regression with BNNs in closed form (Section 3.4.1).

Of course, Assumption 3.0.1 is not true. Nevertheless, the kernel derived from the Gaussian
approximation to BNNs activations is useful for prediction. Finding a kernel that exploits the
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structure of the data at hand is a challenge of using GP models, especially for high-dimensional
data. The convolutional kernels presented here, inspired by successful CNN architectures, are
unusually well suited for image data. For example, they improved the state of the art for kernel
classification methods on image data sets (Section 3.4).

Later on, Chapter 4 justifies the use of this approximation to study the behaviour of NNs,
by proving that BNN priors converge to Assumption 3.0.1, in the limit of infinite width.

This chapter is based on work with my collaborators Laurence Aitchison and Mark van der
Wilk, and my supervisor Carl Rasmussen [GRA19; GW21]. The exception is Section 3.1, which
follows Matthews et al. [Mat+18] and Lee et al. [Lee+18]. For a more detailed description of
my contributions, see Section 1.2.3.

3.1 Fully-connected neural network kernel

This section calculates the covariance of a FCNN, which is the kernel of the corresponding GP,
and is summarised in Algorithm 1.

We need to assume the FCNN is random, with the distribution over parameters described in
Section 2.1.2.

Assumption 3.1.1 (Independent weights, biases). The means and biases of the FCNN are i.i.d.
zero-mean Gaussians. For each channel i ∈ C(ℓ), j ∈ C(ℓ−1) and layer ℓ ∈ [L],

b
(ℓ)
i

iid∼ N
(
0, σ2

b

)
W

(ℓ)
i,j

iid∼ N
(
0,

1

C(ℓ−1)σ
2
w

)
. (3.2)

As a result of this assumption, each parameter of the FCNN is independent from the
activations of the layer before it, which simplifies the covariance calculations ahead. We also
set the value of their expectations and covariances, which we will use. Assumption 4.1.1 is the
same assumption.

3.1.1 The mean and covariance of the activations

Consider two input points x, x′, and apply to them a FCNN (Definition 2.1.1). As per
Assumption 3.0.1, the activations are Gaussian, so their distribution is fully defined by their
mean and covariance functions. For an arbitrary layer ℓ and channel i, the mean function is

m
(ℓ)
i (x) = E

[
A

(ℓ)
i (x)

]
. (3.3)
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Substitute the recursive definition (eq. 2.2)

m
(L)
i (x) = E

b(ℓ)i +
C(ℓ−1)∑
j=1

W
(ℓ)
i,j Z

(ℓ)
j (x)

. (3.4)

The weights and biases are independent from each other and their mean is zero. Thus, they are
independent of the post-activations of layer ℓ− 1. Assuming the expectation of Z(ℓ−1)(x) is
finite,

m(ℓ)(x) = E
[
b
(ℓ)
i

]
+

C(ℓ−1)∑
j=1

E
[
W

(ℓ)
i,j

]
E
[
Z

(ℓ−1)
j (x)

]
= 0. (3.5)

Thus, the mean function of the FCNN is zero for every channel and every layer, regardless
of the mean of the previous layer.

The covariance function is more involved. Leave the value of i, i′ unspecified for now.
Since the mean function is zero, the covariance is the same as the uncentered second moment

K
(ℓ)
i,i′(x,x

′) = Cov
[
A

(ℓ)
i (x), A

(ℓ)
i′ (x

′)
]
= E

[
A

(ℓ)
i (x)A

(ℓ)
i′ (x

′)
]
, (3.6)

Substitute the recursive eq. (2.2)

K
(ℓ)
i,i′(x,x

′) = E

b(ℓ)i +
C(ℓ−1)∑
j=1

W
(ℓ)
i,j Z

(ℓ−1)
j (x)

b(ℓ)i′ +
C(ℓ−1)∑
j′=1

W
(ℓ)
i′,j′Z

(ℓ−1)
j′ (x′)

. (3.7)

Rearrange the terms and separate the independent expectations to obtain

K
(ℓ)
i,i′(x,x

′) = E
[
b
(ℓ)
i b

(ℓ)
i′

]
+

C(ℓ−1)∑
j=1

C(ℓ−1)∑
j′=1

E
[
W

(ℓ)
i,j W

(ℓ)
i′,j′

]
E
[
Z

(ℓ−1)
j (x)Z

(ℓ−1)
j′ (x′)

]
(3.8)

The weights and biases are i.i.d. with mean zero, so their expectations above are 0 when i ̸= i′

or j ̸= j′. Substituting these expectations by their value (eq. 2.3),

K
(ℓ)
i,i′(x,x

′) = δi,i′σ
2
b +

C(ℓ−1)∑
j=1

C(ℓ−1)∑
j′=1

δi,i′δj,j′
σ2

w

C(ℓ−1) E
[
Z

(ℓ−1)
j (x)Z

(ℓ−1)
j′ (x′)

]
(3.9)

A number of factors conspire to simplify the expression above. First, since the weights and
biases are i.i.d. over i, the resulting covariance K(ℓ) of different activations in the same layer is
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zero. That is, if i ̸= i′,

K
(ℓ)
i,i′(x,x

′) = Cov
[
A

(ℓ)
i (x), A

(ℓ)
i′ (x

′)
]
= 0. (3.10)

Remark 3.1.2 (Activations are iid). Note from eq. (3.9) that the value of K(ℓ)
i,i (x,x

′) is the
same for each i. Thus, the activations are identically distributed and, since they are uncorrelated
and Gaussian, they are also independent. Accordingly, from here on, we drop the channel index
and talk about K(ℓ)(x,x′) ≜ K

(ℓ)
i,i (x,x

′).

Second, the presence of δjj′ inside the double sum over j, j′ implies we can remove one of
them: the terms where j ̸= j′ are zero. Setting i = i′, we obtain

K(ℓ)(x,x′) = σ2
b +

σ2
w

C(ℓ−1)

C(ℓ−1)∑
j=1

E
[
Z

(ℓ−1)
j (x)Z

(ℓ−1)
j (x′)

]
. (3.11)

Until now we have taken expectations of Gaussian RVs, which is easy; but the post-
activationsZ(ℓ−1)(x) are not Gaussian. We will soon see how to calculate their second moment
V (ℓ−1). For now, we arrive at the recursive expression for the kernel, which mirrors the recursive
NN equation (eq. 2.2),

K(ℓ)(x,x′) = σ2
b + σ2

wV
(ℓ−1)(x,x′). (3.12)

3.1.2 The second moment of the nonlinearities

For ℓ− 1 = 0, the post-nonlinearity activations are not random: they are just the input. Their
expectation is thus easy,

V (0)(x,x′) ≜
1

C(0)

C(0)∑
j=1

E
[
Z

(ℓ−1)
j (x)Z

(ℓ−1)
j (x′)

]
=

1

C(0)

C(0)∑
j=1

xjx
′
j. (3.13)

The distribution of the post-nonlinearity activations, as well as their second moment, heavily
depend on the form of ϕ, which can vary greatly. However, all cases have one thing in common:
we have established that the activations are i.i.d. (Remark 3.1.2), so the post-nonlinearity
activations are also i.i.d. Thus, for ℓ ≥ 1,

V (ℓ)(x,x′) ≜
1

C(ℓ)

C(ℓ)∑
j=1

E
[
Z

(ℓ)
j (x)Z

(ℓ)
j (x′)

]
= E

[
Z

(ℓ)
1 (x)Z

(ℓ)
1 (x′)

]
(3.14)

= E
[
ϕ
(
A

(ℓ)
1 (x)

)
ϕ
(
A

(ℓ)
1 (x′)

)]
. (3.15)
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Eqs. (3.13) and (3.15) mirror the specification of the FCNN post-nonlinearity activations, that
is, eq. (2.1).

Since every layer is Gaussian (Assumption 3.0.1), the distribution of A(ℓ)
1 (x), A

(ℓ)
1 (x′) is

completely specified by its mean and covariance. In turn, this completely determines the
distribution of Z(ℓ)

1 (x), Z
(ℓ)
1 (x′), which determines the expectation V (ℓ)(x,x′). The mean of

the activations is always zero, so V (ℓ)(x,x′) only depends on the entries of their bivariate
covariance matrix. That is

V (ℓ)(x,x′) = Gϕ

(
K(ℓ)(x,x), K(ℓ)(x′,x′), K(ℓ)(x,x′)

)
, (3.16)

for some function Gϕ [HJ15; Mat+18]. We can therefore easily calculate the kernel for a FCNN
with any nonlinearity ϕ so long as we have a way to calculate Gϕ.

The most common nonlinearity during this thesis is the ReLU, ϕ(x) = max (0, x). Cho
and Saul [CS09] calculated its second moment when transforming a Gaussian.

Gϕ(Σx,Σy,Σxy) =
1

2π

√
ΣxΣy − Σxy

2 +
1

2

(
1− 1

π
cos−1

(
Σxy

2

ΣxΣy

))
Σxy. (3.17)

When applied to a single random variable, to calculate V (ℓ)(x,x), this greatly simplifies to

Gϕ(Σx,Σx,Σx) =
1

2
Σx. (3.18)

Another nonlinearity with a simple Gϕ is the error function ϕ(x) = 2√
π

∫ x

0
e−t

2
dt (Sec-

tion A.4).
This shows very clearly the reasoning behind the He initialisation [He+16a], (Section 2.1.2).

Setting σ2
w = 2 cancels out the shrinking variance caused by the ReLU, and prevents the

variance of the BNN from blowing up or vanishing with L.

3.1.3 Putting the kernel recursion together

We now have all the components needed for a recursive procedure to calculate the FCNN kernel
at the last layer L. Algorithm 1 puts them together. We start with the inner product of the inputs
V (0)(x,x′), then use the derived formulas to calculate the kernels up to the last layer L. It is
possible to keep the kernels of intermediate layers, to cheaply obtain the kernel of all networks
up to depth L.

For learning with GPs, we often want to calculate the kernel matrix K(L)(X ), which applies
K(L) to a set of points X ≜ {x1,x2, . . . ,xN}. In that case, the quantities K(L)(x,x) and
K(L)(x′,x′) from Algorithm 1 are elements of the diagonal of that matrix.



30 GP kernels from Bayesian neural networks

Algorithm 1 The FCNN kernel K(L)(X ) for some nonlinearity ϕ.
1: Input A set X of N input points, a number of layers L.
2: for all pairs x,x′ ∈ X do
3: V (0)(x,x′)← 1

C(0)x
Tx′ (eq. 3.13).

4: K(1)(x,x′)← σ2
b + σ2

wV
(0)(x,x′) (eq. 3.12).

5: end for
6: for ℓ = 2, . . . , L do
7: for all pairs x,x′ ∈ X do
8: V (ℓ−1)(x,x′)← Gϕ

(
K(ℓ−1)(x,x), K(ℓ−1)(x′,x′), K(ℓ−1)(x,x′)

)
(eq. 3.16).

9: K(ℓ)(x,x′)← σ2
b + σ2

wV
(ℓ−1)(x,x′) (eq. 3.12).

10: end for
11: end for
12: Output the covariance matrix K(L)(x,x′) for all x,x′ ∈ X .

Computational complexity of the FCNN kernel

The complexity of Algorithm 1 is O(LN2), because of the loop over ℓ ∈ [L] and the nested
double loop over x,x′ ∈ X . The N2 part of the complexity is unavoidable, since it is the time
needed to write the entries of the kernel matrix, which has size N2 if |X | = N .

Per entry of the kernel matrix, the complexity is O(L). The linear dependence on L is not
surprising, since doing a forward pass through a FCNN given weights and biases takes the
same number of steps.

Fortunately, the complexity of the kernel does not scale with the number of channels C(ℓ)

at any layer. This means that calculating a kernel matrix entry is cheaper than a FCNN forward
pass, which would cost O(C2L) because of repeated matrix-vector multiplications. Here, we
assumed that all the channels have asymptotically similar sizes, C(1), . . . , C(L) = O(C).

3.2 Convolutional neural network kernel

This section describes how to calculate the covariance of CNNs and of residual NNs, and the
intuition behind the obtained procedure, summarised in Algorithm 2. Using this intuition, it
finds techniques for saving computation cases where various subsets of weights are independent
(Section 3.2.4).

3.2.1 Spatially correlated weight prior

We apply the CNN (Definition 2.3.7) to two input pointsX,X ′. This time, however, we won’t
assume that the weights are completely independent.
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Assumption 3.2.1. For every layer ℓ ∈ [L] and channels i ∈ C(ℓ), j ∈ C(ℓ−1), the weights and
biases are i.i.d., with distribution

b
(ℓ)
i

iid∼ N
(
0, σ2

b

)
, vec

(
W

(ℓ)
i,j

)
iid∼ N

(
0,

1

C(ℓ−1)Σ
(ℓ)

)
. (3.19)

Like Assumption 3.1.1, this both simplifies calculations and sets the expectations and
covariances for each parameter. Unlike Assumption 3.1.1, this one (3.2.1) introduces some
non-zero covariance between different weights of the same channel and layer.

Each convolutional filterW (ℓ)
i,j is a tensor with shape P (ℓ), so we can see its covariance Σ(ℓ)

as a tensor with double the rank, of shape P (ℓ) × P (ℓ). The covariance tensor Σ(ℓ) introduces
covariances in the convolutional filters W (ℓ)

ij , but only in the spatial dimensions. This way,
each slice a

(ℓ)
i (X) of the activations at layer ℓ internally has covariance Σ(ℓ); but slices are

uncorrelated between each other. The weights can still be independent, in the special case
Σ(ℓ) = σ2

wI .

Assumption 3.2.2 (CNN activations are Gaussian). Fix a convolutional neural network (Sec-
tion 2.1.1) with L layers, with the prior distribution from Assumption 3.2.1. For every layer
ℓ ∈ [L], the activations follow a multivariate Gaussian process

vec
([

a
(ℓ)
1 (·), . . . , a(ℓ)

C(ℓ)(·)
])
∼ GP

(
m(ℓ),K(ℓ)

)
. (3.20)

That is: the activations of each layer are Gaussian. This is the CNN version of Assump-
tion 3.0.1, and it is likewise false but useful.

Since the activations are Gaussian, they are fully described by their meanm(ℓ) and covari-
ance K(ℓ). In detail, for channels i, i′ ∈

[
C(ℓ)

]
, spatial locations p,p′ ∈

[
P (ℓ)

]
, and inputs

X,X ′, the moments of the activations are

E
[
A

(ℓ)
ip (X)

]
= m(ℓ)

p (X), Cov
[
A

(ℓ)
i,p(X), A

(ℓ)
i′,p′(X

′)
]
= δi,i′K

(ℓ)
p,p′(X,X ′). (3.21)

That the activations are channel-wise i.i.d. is not part of Assumption 3.2.2, but follows from the
channel-wise i.i.d. property of weights and biases (Assumption 3.2.1). The previous section on
FCNNs calculates this explicitly (Remark 3.1.2).

We prove in Chapter 4 that the output distribution of a Bayesian CNN with the prior
distribution in Assumption 3.2.1 converges weakly to the distribution in Assumption 3.2.2.
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3.2.2 Recursive kernel for correlated-weight CNNs

The broad strokes of calculating the output kernel for CNNs follow the kernel for FCNNs in
Algorithm 1. We start by the first layer’s activations, and work our way forward in the network.
For the purposes of computing the mean and covariance, it is easiest to consider the network as
being written entirely in index notation. Eq. (2.18) becomes

A
(ℓ)
i,q(X) = b

(ℓ)
i +

C(ℓ−1)∑
j=1

P (ℓ−1)∑
p=1

W
(ℓ)
i,j,p Z

(ℓ−1)
j,q̃(p)(X). (3.22)

Recall that, for spatial indices q,p, the evaluated patch function q̃(p) refers to position p of
the patch that goes into the next layer’s position q (Definition 2.3.4).

Like in the FCNNs case, every layer’s mean function is zero because each of the independent
weights and biases have expectation zero,

m(ℓ)
q (X) = E

[
A

(ℓ)
i,q(X)

]
= E

[
b
(ℓ)
i

]
+

C(ℓ−1)∑
j=1

P (ℓ−1)∑
p=1

E
[
W

(ℓ)
i,j,p

]
E
[
Z

(ℓ−1)
j,q̃(p)(X)

]
= 0. (3.23)

Next, we calculate the covariance function for a layer ℓ. Substituting the definition of the
activations (eq. 3.22),

K
(ℓ)
q,q′(X,X ′) = E

[
A

(ℓ)
1,q(X)A

(ℓ)
1,q′(X

′)
]
= E

[(
b
(ℓ)
1

)2]
+

C(ℓ−1)∑
j=1

C(ℓ−1)∑
j′=1

P (ℓ−1)∑
p=1

P (ℓ−1)∑
p′=1

E
[
W

(ℓ)
1,j,pW

(ℓ)
1,j′,p′

]
E
[
Z

(ℓ−1)
j,q̃(p)(X)Z

(ℓ−1)
j′,q̃′(p′)(X

′)
]
.

(3.24)

The weights are i.i.d. over j, so all terms where j ̸= j′ are zero and we can remove one of
the sums. If j = j′, the value of the weight expectation E

[
W

(ℓ)
1,j,pW

(ℓ)
1,j′,p′

]
is precisely the entry

Σ
(ℓ)
p,p′/C(ℓ−1) of the covariance tensor in Assumption 3.2.1. Changing the order of the sums,

K
(ℓ)
q,q′(X,X ′) = σ2

b +
P (ℓ−1)∑
p=1

P (ℓ−1)∑
p′=1

Σ
(ℓ)
p,p′ E

 1

C(ℓ−1)

C(ℓ−1)∑
j=1

Z
(ℓ−1)
j,q̃(p)(X)Z

(ℓ−1)
j,q̃′(p′)(X

′)

. (3.25)
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In analogy with eq. (3.16), we can define the uncentered second moment after the nonlinearity
V

(ℓ)
p,p′(X,X ′), and simplify the above expression to

K
(ℓ)
q,q′(X,X ′) = σ2

b +
P (ℓ−1)∑
p=1

P (ℓ−1)∑
p′=1

Σ
(ℓ)
p,p′ V

(ℓ−1)
q̃(p),q̃′(p′)(X,X ′). (3.26)

The definition of V (ℓ)
p,p′ is what is necessary to make eq. (3.26) true, assuming the activations

are i.i.d.:

V
(0)
p,p′(X,X ′) =

1

C(0)

C(0)∑
j=1

Xj,pX
′
j,p′ , (3.27)

V
(ℓ)
p,p′(X,X ′) = Gϕ

(
K

(ℓ)
p,p′(X,X), K

(ℓ)
p,p′(X

′,X ′), K
(ℓ)
p,p′(X,X ′)

)
. (3.28)

Like in FCNNs, the CNN kernel expressions are analogous to the CNN definition, Defini-
tion 2.3.7.

Double the convolution dimensions

Eqs. (3.26) to (3.28) contain everything that is needed to calculate the CNN kernel. Eqs. (3.27)
and (3.28) are very similar to the FCNN case, only they have a different value for every pair of
spatial indices p,p′.

However, eq. (3.26) is somewhat more complicated than its FCNN counterpart, eq. (3.12),
since it has two sums. It can be conceptually simplified by noting that, by Definition 2.3.2 it is
a convolution with double the number of dimensions: of the covariance tensor Σ(ℓ) ∈ R(F

(ℓ))
2

with the post-nonlinearity second moment V (ℓ)(X,X ′) ∈ R(P
(ℓ))

2

. This is because a patch
function q̃(·) (Definition 2.3.4) is a concatenation of 1-dimensional patch functions. Thus, the
concatenation of patch functions q̃(·), q̃′(·) is itself a patch function. Eq. (3.26) evaluate the
resulting combined patch function at all possible arguments p,p′. Together these facts make
eq. (3.26) a convolution over tensors with twice the rank, compare with Definition 2.3.2.

Letting s ∈
[(
F (ℓ)

)2], eq. (3.26) is equivalent to the convolution

K(ℓ)
s (X,X ′) = σ2

b +

(P (ℓ))
2∑

r=1

Σ(ℓ)
r V

(ℓ−1)
s̃(r) (X,X ′) = σ2

b +Σ(ℓ) ∗ V (ℓ−1)(X,X ′). (3.29)

Algorithm 2 is a procedure calculating the CNN kernel written in this style.
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Algorithm 2 The CNN kernel K(L)
p,p′(X ) for some nonlinearity ϕ.

1: Input A set X of N input points, a number of layers L.
2: for all pairsX,X ′ ∈ X do
3: for all pairs p,p′ ∈ F (0) do
4: V

(0)
p,p′(X,X ′)← 1

C(0)

∑C(0)

j=1 Xj,pX
′
j,p′ (eq. 3.27).

5: end for
6: K(1)(X,X ′)← σ2

b +Σ(1) ∗ V (0)(X,X ′) (eq. 3.29).
7: end for
8: for ℓ = 2, . . . , L do
9: for all pairsX,X ′ ∈ X do

10: V (ℓ−1)(X,X ′) ← Gϕ

(
K(ℓ−1)(X,X), K(ℓ−1)(X ′,X ′), K(ℓ−1)(X,X ′)

)
(eq. 3.28).

11: K(ℓ)(X,X ′)← σ2
b +Σ(ℓ) ∗ V (ℓ−1)(X,X ′) (eq. 3.29).

12: end for
13: end for
14: Output the covariance matrix K(L)

p,p′(X,X ′) for allX,X ′ ∈ X and p,p ∈ F (L).

Computational complexity of double convolutions and Algorithm 2

The fact that the number of convolution dimensions doubles in the kernel makes its evaluation
much more expensive than the forward pass of a CNN. This is unlike the case of a FCNN, for
which the kernel is cheaper than the network forward pass.

The complexity of Algorithm 2 is O(LN2F 2), where we assume that the spatial size of all
layers grows as O(F ). That is, size

(
F (0)

)
, size

(
F (1)

)
, . . . , size

(
F (L)

)
∈ O(F ).

This is bad, because size(F ) =
∏D

d=1 Fd, which can be large. For example, in images, F
is the total number of pixels of the input: F = F

(0)
w · F (0)

h . Doing a forward pass of the CNN
involves a 2-dimensional convolution of this image with several filters, for every layer, which
costs O(LFC) and is slow if not done with a GPU. C is the number of channels at every layer.
For the CIFAR-10 data set, F = 32 · 32 = 1024.

In contrast, calculating the full kernel for a CNN that takes images as input needs 4-
dimensional convolutions of V (ℓ)(X,X ′) with the covariance tensor Σ(ℓ). This costs O(LF 2)

and is much slower, even on a GPU: for CIFAR-10, F 2 > 106. The difference between these
two is going from a few hours of computation to more than a week (Sections 3.4.1 and 3.4.4).

3.2.3 Residual kernel, joint distribution of several layers

The CNN kernel in the previous section depends on assuming each of the activations is Gaussian,
but says nothing about the joint distribution of several layers ℓ, ℓ′. Without assuming anything,
we can show that for ℓ ̸= ℓ′, the activations are uncorrelated. Let s ≥ 1, and compare the
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covariance of layers ℓ and ℓ− s. Since the activations’ mean is zero, using eq. (3.22),

Cov
[
A

(ℓ)
i,q(X), A

(ℓ−s)
i′,q′ (X ′)

]
= E

b(ℓ)i +
C(ℓ−1)∑
j=1

P (ℓ−1)∑
p=1

W
(ℓ)
i,j,p Z

(ℓ−1)
j,q̃(p)(X)

A(ℓ−s)
i′,q′ (X ′)


(3.30)

Since ℓ > ℓ−s, the weightsW (ℓ) and biases b(ℓ) do not appear in the expression forA(ℓ−s)
i′,q′ (X ′).

By Assumption 3.2.1, weights and biases are independent of the layers below them and have
expectation zero. Thus

= E
[
b
(ℓ)
i

]
E
[
A

(ℓ−s)
i′,q′ (X ′)

]
+
∑
j,p

E
[
W

(ℓ)
i,j,p

]
E
[
Z

(ℓ−1)
j,q̃(p)(X)A

(ℓ−s)
i′,q′ (X ′)

]
= 0. (3.31)

This is very strange! Each layer of the CNN is independent from the layers above and
below it. This absurdity, which results from the assuming the activations are Gaussian (As-
sumption 3.2.2) is a reminder that the conclusions extracted from this approximation are
limited.

Skip connections. We may now use this to calculate the kernel of a residual CNN. Let us add
a skip connection to layer ℓ > 1, which comes from layer ℓ− s. We would rewrite eq. (2.18) to

a
(ℓ)
i (X) = a

(ℓ−s)
i (X) + b

(ℓ)
i +

C(ℓ−1)∑
j=1

W
(ℓ)
i,j ∗ z(ℓ−1)j (X) . (3.32)

There is a reason to add the activation A(ℓ−s)(X) and not the post-nonlinearity Z(ℓ−s)(X):
if we assume the non-residual layers are jointly Gaussian, this guarantees that A(ℓ)(X) =(
A(ℓ−s)(X) + Gaussian

)
is still Gaussian.

Regardless of the joint Gaussian assumption, the mean function remains zero. Then, since
different layers are uncorrelated (eq. 3.31), the kernel recursion for layer ℓ becomes

K(ℓ)(X,X ′) =K(ℓ−s)(X,X ′) + σ2
b +Σ(ℓ) ∗ V (ℓ−1)(X,X ′). (3.33)

Adding skip connections by summing the activations pre-nonlinearity is equivalent to the
“pre-activation” shortcuts described by He et al. [He+16b]. Remarkably, the natural way of
adding residual connections to NNs kernels is the one that performed best in their empirical
evaluations of parametric CNNs.
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3.2.4 Diagonal propagation of spatial covariance

In some cases, the recursive CNN kernel (eq. 3.26) can be simplified further. Suppose the
weights are independent, for example Σ(ℓ) = σ2

wI . Then, only the diagonal of Σ(ℓ) has nonzero
entries, so Σ

(ℓ)
p,p′ = δp,p′Σ

(ℓ)
p,p′ . One of the sums in the recursive eq. (3.26) can then be removed,

K
(ℓ)
q,q′(X,X ′) = σ2

b +
P (ℓ−1)∑
p=1

Σ(ℓ)
p,p V

(ℓ−1)
q̃(p),q̃′(p)(X,X ′). (3.34)

The patch functions that access V (ℓ−1)(X,X ′) are still different (q̃(·) and q̃′(·)), but their
argument p is the same.

Patch functions (Definition 2.3.6) subtract their argument multiplied by the dilation.
Consequently, the difference of two patch functions with the same argument is constant:
q̃(p)− q̃′(p) = s · (q − q′), where s is the stride of the convolution. This means that the terms
of the sum are on the same diagonal: in a covariance tensor, diagonals correspond to distances
in the index of tensor elements.

For example, consider the covariance matrix of a 10-dimensional random vector x. The
covariance of elements x1 and x4 is in the 3rd diagonal, at position (1, 4) in the covariance
matrix. (Consider the main diagonal the 0th one). The covariance between x2 and x5 is also in
the 3rd diagonal: we moved one element down from 1 to 2, and one element to the right from 4
to 5. Likewise all the covariances between xi and xi+j will be on the jth diagonal. In general,
the offset j picks out a diagonal, and then the index i indicates how far down the diagonal we
find the relevant covariance.

Thus, to calculate the covariance for a given location pair q, q′, we need to do a single
convolution over a diagonal of the second moment tensor V (ℓ−1)(X,X ′).

This results in the same algorithm as Arora et al. [Aro+19], which convolves over the
diagonals. That algorithm calculates the kernel of a CNN with independent weights at every
layer, followed by GAP at the last layer. For the purpose of calculating the kernel, GAP
is equivalent to a correlated convolution with covariance Σ(L) = 1

|F (L−1)|211
T and P (L) =

F (L−1).

Independent weights conserve the number of diagonals

Exactly which diagonal of V (ℓ−1)(X,X ′) do we need to sum over? Clearly, it is the one
indexed by s · (q − q′), i.e. the one that contains the position (sq, sq′). Thus, the number
of diagonals of V (ℓ−1)(X,X ′) that we will need to access is exactly the number of possible
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values that the quantity q − q′ can take. That number is determined by the size F (ℓ) of layer ℓ,
but is completely unrelated to the size F (ℓ−1) of layer ℓ− 1.

We can iterate this argument from layer L to layer 1, to reduce the time complexity of
calculating the kernel of some network architectures, compared to Algorithm 2. As an example,
consider the ResNet-32 architecture [He+16a; GRA19]. Its input is a F (0) = 32× 32 image,
and it applies many layers of convolutions with independent weights, occasionally with stride
2 to reduce the dimensions, until it arrives at F (L−1) = 8 × 8. Then, it applies GAP. The
tensor V (L−1)(X,X ′) has 2 · 82 − 1 diagonals1, and the weights from layers 0 to L − 1 are
independent. Thus, we only need to calculate the covariance for a few diagonals of, for example,
K(1)(X,X ′), which has 2 · 322 − 1 diagonals. The computational saving factor, compared to
computing the full covariance tensor for all layers, is 2·322−1

2·82−1 ≈ 16.

Remark 3.2.3 (Conservation of diagonals, informal summary). If we need M diagonals of
K(ℓ), and the weightsW (ℓ) have diagonal covariance, we only need M diagonals of K(ℓ−1).

Special case: last layer has size 1× 1

In neural networks for classification, the number of outputs is the same as the number of possible
classes. Many CNN architectures use a fully-connected layer to map from the penultimate
layer to the output for this purpose. Remark 2.3.8 argues that the solution to this is to make the
last layer’s size F (L) equal to 1, and use the number of channels C(L) to have multiple outputs.

A tensor of size 1 only has one diagonal. Therefore, if the weights are all independent
(Remark 3.2.3), we only need to calculate one diagonal of K(ℓ) for every layer ℓ: the main one.

K(ℓ)
q,q(X,X ′) = σ2

b +
P (ℓ−1)∑
p=1

Σ(ℓ)
p,p V

(ℓ−1)
q̃(p),q̃(p)(X,X ′)

= σ2
b + diag

(
Σ(ℓ)

)
∗ diag

(
V (ℓ−1)(X,X ′)

)
. (3.35)

Here, diag(·) picks out the diagonals of a tensor T =
{
T(i,j,k,... ),(i′,j′,k′,... )

}
i,i′,j,j′,...

with du-

plicate dimensions, thus halving its rank. That is, diag
({
T(i,j,k,... ),(i′,j′,k′,... )

}
i,i′,j,j′,...

)
=

{Ti,j,k,...}i,j,k,....
This has enormous computational savings, compared with Algorithm 2. The number of

dimensions of the convolutions needed by the kernel becomes the same as the convolution
dimension of the CNN [GRA19], because that’s the size of the main diagonal. Thus, calculating

1Recall, ifX ̸=X ′, then V (L−1)(X,X ′) is an off-diagonal block of a covariance tensor; not a covariance
tensor itself.
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the kernel for a pair of inputs costs O(LF ), where the spatial size of the layers is O(F ). This
is the same computational cost as the forward-pass of a CNN with a single channel.

3.3 The modelling implications of spatial weight correlations

With the simplifications for computational gains of Section 3.2.4, have we lost something of
value? This section investigates a property that is lost when calculating the kernel of a CNN with
independent weights: the correlation of the activations of patches in different parts of the image.
Can we get it back while maintaining keeping the activations Gaussian (Assumption 3.2.2)?

Novak et al. [Nov+19] noted that the kernel of a CNN with independent weights is the same
as the kernel of a locally-connected network [LeC89, LCN]. An LCN has the same connectivity
pattern as a CNN but has different weights for each output spatial location (Definition 3.3.1).
This makes LCNs lose spatial equivariance, which we identified as one of the key properties
that make a CNN work well (Section 2.3).

Since equivariance (and therefore spatial correlations) are a key property of CNNs, it seems
undesirable that they are lost in the corresponding kernel model. Previously, the only way of
reintroducing these correlations was by changing the model architecture, introducing global
average pooling at the last layer [Nov+19; Aro+19]. This raises two questions:

1) Is the loss of patch-wise correlations a necessary consequence of the GP kernels obtained
from assuming CNN activations are Gaussian? (Assumption 3.2.2).

2) Is an architectural change the only way of reintroducing patch-wise correlations?

This section shows that the answer to both these questions is “no”. Correlations between
patches can also be maintained in the limit without pooling by introducing correlations between
the weights in the prior. The amount of correlation can be controlled, which allows us to
interpolate between the previous approaches of full independence and mean-pooling. This
approach allows the discrete architectural choice of mean-pooling to be replaced with a more
flexible continuous amount of correlation.

Empirical performance implications. Section 3.4 shows that modest performance improve-
ments can be obtained by replacing mean-pooling at the final layer with an intermediate amount
of correlation. In addition, we show that in layers before the final one, the discrete architectural
choice of mean-pooling can be replaced by an intermediate amount of correlation, without
degrading performance. Avoiding discrete design decisions makes architecture search easier,
by allowing continuous optimisation.
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This result from the theory of infinitely wide networks has proven useful for improving
priors for finite Bayesian neural networks. Chapter 5 explores the prior design question more
broadly and provides empirical evidence for this claim.

Historical note. Analysing infinitely wide limits of neural networks has long been used
to provide insight into the properties of neural networks. Neal [Nea96] first noted such a
relationship: an infinitely wide, Bayesian neural network with one hidden layer converges in
distribution to its corresponding GP kernel (Theorem 4.1.7).

The success of GPs [WR96] raised the question of whether such a comparatively simple
model could replace a complex neural network. MacKay [Mac98] noted that taking the infinite
limit results in a fixed feature representation, whereas learning a feature representation from
the data is a key desirable property of neural networks. Since this property is lost due to the
infinite limit, MacKay inquired: “have we thrown the baby out with the bath water?” This is
the meaning of the first question of this section.

3.3.1 Two-layer convolutional networks and related GP models

Consider a CNN with a single hidden layer (L = 2) and a single spatial output and channel
(F (2) = 1, C(2) = 1). By adjusting weight correlation at its last layer, we can interpolate
between existing independent weight limits and mean-pooling, which prior to our work [GW21]
had to be introduced as a discrete architectural choice. We also discuss how existing convo-
lutional Gaussian processes [WRH17; Dut+20] can be obtained from kernels with correlated
weights.

First, we show that, in this 2-layer network, the first post-activations Z(1)(X) are functions
of local patches only (Definition 2.3.6). This will later allow us to write the two-layer network
kernel as a linear combination of kernels evaluated on local patches im(q̃), im(q̃′). Using
eqs. (3.26) and (3.27)

K
(1)
q,q′(X,X ′) = σ2

b +
P (0)∑
p=1

P (0)∑
p′=1

Σ
(1)
p,p′

1

C(0)

C(0)∑
j=1

Xj,q̃(p)X
′
j,q̃′(p′)

= K
(1)
q,q′

(
X:,im(q̃),X

′
:,im(q̃′)

)
.

(3.36)

As the nonlinearity second moment V (1)(X,X ′) is a function of the entries ofK(1)(X,X ′)

only, its value can be calculated using only local patches. Thus we may write

V
(1)
q,q′(X,X ′) = V

(1)
q,q′

(
Xim(q̃),X

′
im(q̃′)

)
. (3.37)
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The kernel function of the full two-layer FCNN is thus

K(2)(X,X ′) = σ2
b +

F (1)∑
q=1

F (1)∑
q′=1

Σ
(2)
q,q′V

(1)
q,q′

(
X:,im(q̃),X

′
:,im(q̃′)

)
. (3.38)

Does the spatial covariance of the hidden activations A(1)(X) (that is, the off-diagonal
entries of K(1)(X,X ′)) matter for the value of the kernel (eq. 3.38)? Different choices for Σ(2)

give rise to different cases.

Independence. Garriga-Alonso, Rasmussen, and Aitchison [GRA19] and Novak et al.
[Nov+19] consider Σ(2)

p,p′ = δp,p′σ2
w, i.e. the case where all weights are independent (eq. 2.19).

The resulting kernel simply sums components over patches, which implies an additive model
[Sto85], where a different function is applied to each patch, after which they are all summed
together: f(X) =

∑
p fp(X:,im(p̃)). The off-diagonal elements of the covariance do not matter.

This structure has commonly been applied to improve GP performance in high-dimensional
settings [e.g. DNR11; DGR12]. Novak et al. [Nov+19] point out that the same kernel can be
obtained by taking an infinite limit of a locally connected network (LCNs) [LeC89] where
connectivity is the same as in a CNN, but without weight sharing, indicating that a key desirable
feature of CNNs is lost.

Mean-pooling. By taking Σ
(2)
p,p′ = 1/

∣∣F (2)
∣∣2 we make the weights fully correlated over all

locations, leading to identical weights for all p, i.e. W (2)
i,j,p = W

(2)
i,j . This is equivalent to

taking the mean response over all spatial locations, or global average pooling. As Novak
et al. [Nov+19] discuss, this reintroduces the spatial correlation that is the intended result
of weight sharing. The “translation invariant” convolutional GP of Wilk, Rasmussen, and
Hensman [WRH17] can be obtained by this single-layer limit using Gaussian activation
functions [Wil19]. Since this mean-pooling was shown to be too restrictive in this single-layer
case, Wilk, Rasmussen, and Hensman [WRH17] considered pooling with constant weights αp

(i.e. without a prior on them). In this framework, this is equivalent to placing a rank 1 prior
on the final-layer weights by taking Σ

(2)
pp′ = αpαp′ . This maintains the spatial correlations, but

requires the αp parameters to be learned by maximum marginal likelihood, also called type-II
MLE or empirical Bayes [RW06, Section 5.2].

Spatially correlated weights. In the pooling examples above, the spatial covariance of
weights is taken to be a rank-1 matrix. We can add more flexibility to the model by varying the
strength of correlation between weights based on their distance in the image. We consider an
exponential decay depending on the distance between two patches: Σ(2)

pp′ = exp (−d(p,p′)/l).
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We recover full independence by taking l → 0, and mean-pooling with l →∞. Intermediate
values of l allow the rigid assumption of complete weight sharing to be relaxed, while still
retaining spatial correlations between similar patches. This construction gives the same kernel
as investigated by Mairal et al. [Mai+14] and Dutordoir et al. [Dut+20], who named this
property “translation insensitivity”, as opposed to the stricter invariance that mean-pooling
gives. The additional flexibility improved performance without needing to add many parameters
that are learned in a non-Bayesian fashion.

This construction shows that spatial correlation can be retained in infinite limits without
needing to resort to architectural changes. A simple change to the prior on the weights is all
that is needed. This property is retained in wide limits of deep networks in a similar way, which
we investigate next.

3.3.2 Deeper networks

The previous section argues that different choices of the covariance of the last layer’s weights
determine whether the resulting function is an additive model, or exhibits some degree of
translation insensitivity. Notice that the argument did not make any assumptions about the
covariance of the weights at the first layer, and only used the covariance Σ(2) of the weights of
the last layer. For deeper networks, does the degree of translation insensitivity only depend on
the last layer also?

The answer is no: for deeper networks, some extent of translation insensitivity can be
induced by making any layer’s weights correlated. This is because correlated weights make
off-diagonal elements matter for all layers below them. To understand this, it is helpful to look
at the kernel of a LCN.

Definition 3.3.1 (Locally connected network [LeC89]). A LCN is a CNN where the weights
for each output location are different. In a random LCN, they are independently drawn. The
weights and biases are thus indexed by the output locations q ∈

[
F (ℓ)

]
, as well as their other

indices j ∈
[
C(ℓ−1)], i ∈ [C(ℓ)

]
,p ∈

[
P (ℓ)

]
.

b
(ℓ)
i,q

iid∼ N
(
0, σ2

b

)
vec
(
W

(ℓ)
i,q,j

)
iid∼ N

(
0,

1

C(ℓ−1)Σ
(ℓ)

)
. (3.39)

The nonlinearities are defined like a CNN (eq. 2.17), except the activations are not the output
of a convolution, but of a convolution-like sum,

a
(ℓ)
i,q(X) = b

(ℓ)
i,q +

C(ℓ−1)∑
j=1

P (ℓ)∑
p=1

W
(ℓ)
i,q,j,p z

(ℓ−1)
j (X). (3.40)
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Remark 3.3.2 (LCN kernel). Some manipulation similar to Section 3.2 shows that the kernel
tensor of a LCN is the same as a CNN, but with off-diagonal elements set to zero

K
(ℓ)
q,q′(X,X ′) = δq,q′

(
σ2

b +Σ(ℓ) ∗ V (ℓ−1)(X,X ′)
)
q,q′ . (3.41)

Which, outside of the diagonal, is clearly different to the kernel of a CNN with independent
weights.

Therefore, so long as the output kernel only makes use of diagonal entries, it will be
functionally equivalent to a LCN. Conversely, if its calculation makes any use of off-diagonal
terms, the CNN kernel will not be the same as that of the LCN. That is the case when all
the layers, except maybe the first one, have independent weights, and there are no pooling
operations.

The first layer is not included because even if the weights are correlated, the effect is
confined to a single patch. A similar effect happens when the weights are correlated in layers
0 to ℓ, and spatially uncorrelated in layers ℓ+ 1 to L: it is as if the network until layer ℓ was
re-sampled independently for every location.

Remark 3.3.3 (Independent LCN weights). The reason the weights in eq. (3.39) are indepen-
dent over spatial locations q is that, otherwise, the LCN (and its kernel) would be translation
insensitive, like a CNN. By adding arbitrary correlations in the weights one can add many
invariances to naive architectures. For example, we can turn a FCNN into a CNN by adding
“spatial” correlation to the weights that deal with different positions of the flattened input.

3.4 Experiments

We have derived a collection of Gaussian process kernels for fully-connected and convolutional
neural network architectures, without connecting them to the distribution of the NN function
space; except as a moment-matching approximation which assumes the activations are Gaussian
(Assumptions 3.0.1 and 3.2.2).

Accordingly, the experiments in this chapter seek to understand the behaviour of the derived
GP models with spatially structured inputs. How good are various architectures at supervised
learning with images, in accuracy and calibration? How do different amounts of spatial weight
correlation affect that?
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Table 3.1 List of architectures that appear in Section 3.4, in the notation of Section 2.4. The first
four can be computed efficiently, because they become LCNs if their weights are independent
(Section 3.3). The ResStacks in this table do not contain BatchNorm layers.

Shorthand Architecture description
NNGP-L L× (FC, relu),FC
CNNGP-L L× (conv3×3, relu),FC
Residual CNNGP-L CNNGP-L with skip connections at every layer except the last
ResNet-32 GP conv3×3,ResStacks=1,d=5, 2× (ResStacks=2,d=5),FC, relu,FC
CNNGP-GAP-L
[Nov+19; Aro+19]

L× (conv3×3, relu),GAP

Myrtle-10 [Sha+20] 3×
(
2× (conv3×3, relu), avgpool2×2

)
,GAP

Experimental setup. We evaluate various kernel classification models on image data sets.
The kernels are based on different NN architectures for different data sets. The architectures
and their short-hand names are listed in Table 3.1.

To make the classification task easier, we reframe classification as regression to one-hot
targets Y [Lee+18]. We subtract c = 0.1 from Y to make its mean zero, but we observed
that this affects the results very little. The multidimensional regression targets are thus Ynk =
1 [tn = k]− c, where tn ∈ [K] is the class label of the nth data point.

The test prediction is the class k with highest mean of the posterior Gaussian process,

label(x∗) = argmaxk fk(x∗)

= argmaxkKx∗X

(
σ2

yI +KXX

)−1
Y:,k , (3.42)

where σ2
y is a hyperparameter, the variance of the observation noise of the regression likelihood.

Some experiments perform cross-validation to find a setting for σ2
y . In that case, we use the

eigendecomposition ofKXX to avoid the need to recompute the inverse for each value of σ2
y .

That is, if KX,X = QΛQT, then
(
σ2

yI +KXX

)−1
= Q

(
σ2

yI +Λ
)−1
QT; for some matrix

Q with orthogonal columns and diagonal Λ.

Matrix computation and inversion efficiency. For a fixed input data point size, and growing
data set size N , computing the kernel matrix takes O(N2) time (Section 3.2.2). Solving the
linear system involving the kernel matrixKXX takes O(N3).

As such, for very large datasets, inverting the kernel matrix will dominate the computation
time. However, on MNIST and CIFAR-10 (N ≤ 50000), we found that it was considerably
more expensive to compute the kernel matrix than to invert it.
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For kernels of CNNs with independent weights, kernel computation takes at most 10 GPU
hours. Correlated weight kernels take a bit more than a GPU week. In contrast, inverting the
kernel matrix and computing the predictions takes a few minutes at most.

3.4.1 Effectiveness of independent-weight CNN kernels

We evaluate CNN kernels with independent weights on the MNIST handwritten digit classifica-
tion task. The training set is split into N = 50000 training and 10000 validation examples.

For the “CNNGP” and “Residual CNNGP” (Table 3.1), we optimise the kernel hyperparam-
eters by random search. We draw M random hyperparameter samples, compute the resulting
kernel’s performance in the validation set, and pick the highest performing run. The kernel
hyperparameters are: σ2

b , σ2
w; the number of layers; the convolution stride, filter sizes and edge

behaviour; the nonlinearity (we consider the error function and ReLU); and the frequency
of residual skip connections (for Residual CNN GPs). This experiment sets the output noise
σ2 = 0 and the one-hot offset c = 0.5 and does not optimise them. We do not retrain the model
on the validation set after choosing hyperparameters. Table 3.2 lists the results and Table A.1
the optimised hyperparameters.

The “ResNet-32 GP” (Table 3.2) is the kernel equivalent to a 32-layer version of the basic
residual architecture by He et al. [He+16a]. The differences are: an initial 3× 3 convolutional
layer, a final fully-connected layer instead of average pooling, and no batch normalisation. We
chose to remove the pooling for computational efficiency (Section 3.2.4), making this model
(and all others in this experiment) equivalent to a LCN (Section 3.3).

We found that, despite it not being optimised, the ResNet-32 GP outperformed all other
comparable architectures (Table 3.2), including the NNGP in Lee et al. [Lee+18]. In 2018,
this was a new state-of-the-art result for non-convolutional networks, and convolutional GPs
[WRH17; Kum+18]. That said, this result does not reach the performance of methods that
incorporate a parametric CNN, such as a standard ResNet [Che+18] and a Gaussian process
with a deep neural network kernel [BMG17].

For the ResNet-32 kernel, the most expensive, computing Kxx, and Kxx∗ for validation
and test took 3h 40min on two Tesla P100 GPUs. InvertingKxx and computing validation and
test performance took 43.25± 8.8 seconds on a single Tesla P100 GPU.

3.4.2 Calibration of GP uncertainty

A common reason for using Bayesian models such as GPs is to obtain predictions with
accurately calibrated uncertainty. Thus, it is important to assess whether the predictions of the
used GP models are in fact calibrated.
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Method #samples Validation error Test error
NNGP [Lee+18] ≈ 250 – 1.21%
Convolutional GP [WRH17] (Section 3.3.1) SGD – 1.17%
Deep Conv. GP [Kum+18] SGD – 1.34%
CNNGP-7 27 0.71% 1.03%
Residual CNNGP-9 27 0.71% 0.93%
ResNet-32 (kernel) – 0.68% 0.84%
GP + parametric deep kernel [BMG17] SGD – 0.60%
ResNet-32 (parametric) – – 0.41%

Table 3.2 CNN classification results. #samples gives the number of kernels that were randomly
sampled for the hyperparameter search. “CNNGP-L” and “Residual CNNGP-L” are random
CNN architectures with L layers (L is optimised). “ResNet-32” is a slight modification of the
architecture by He et al. [He+16b]. See Table 3.1 for the architecture definitions and Table A.1
(appendix) for the optimised hyperparameters. Entries labelled “SGD” used stochastic gradient
descent for tuning hyperparameters, by maximising the likelihood of the training set. The last
two methods use parametric neural networks.

For that, we need to use a likelihood that matches the type of data we have, which in this
case is not the squared-error loss. Accordingly, we use the RobustMax multi-class classification
likelihood [HHD11] implemented in GPflow [Mat+17]. The more computationally difficult
non-conjugate inference problem forced us to use sparse GP classification [HMG15] with 1000
inducing points, uniformly sampled from the training inputs.

Figure 3.1 shows the results. Both the ResNet LCN kernel and a squared exponential (SE)
kernel have calibration curves that closely track the diagonal, indicating accurate uncertainty
estimation. The calibration of the SE kernel is a bit better. However, even in the inducing point
setting, the CNN kernel gave considerably better performance than the SE kernel (2.4% error
vs 3.4% error).

3.4.3 Correlated weights in the last layer

By considering different amounts of correlation, we can interpolate between existing architec-
tures that use independent weights or global average pooling. This experiment investigates
the effect of correlations in the weights of the final layer, since this is sufficient to prevent
the disappearance of spatially correlated activations. Following Dutordoir et al. [Dut+20], the
covariance Σ(L) of the weights is given by the Matérn-3/2 kernel with lengthscale λ:

Σ
(L)
p,p′ =

(
1 +

√
3∥p− p′∥2

λ

)
exp

(
−
√
3∥p− p′∥2

λ

)
. (3.43)
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Fig. 3.1 Calibration plots for a SE kernel (left) and the ResNet CNN kernel with independent
weights (right). The x-axis is the GP prediction for the probability of a given label. The crosses
indicate the fraction of predictions that were correct within that label’s bin. The bars give the
proportion of training examples in each bin. Ideally, the crosses should lie on the diagonal line.
The ResNet-GP model that produced this plot was trained VI and inducing points, and achieved
only 2.4% classification error, which is noticeably worse than the other models in Table 3.2.

where we see the patch locations p,p′ as vectors. The “extremes” of independent weights and
mean pooling are represented by setting Σ

(L)
p,p′ = δp,p′ and Σ

(L)
p,p′ = 1, respectively. 2

We apply a CNN with correlated weights to subsets of CIFAR-10 of size N = 2i · 10,
following Lee et al. [Lee+18]. In Fig. 3.2, we investigate how the 4-fold cross-validation
accuracy on the training sets varies with the lengthscale λ of the Matérn-3/2 kernel, which
controls the “amount” of spatial correlation in the weights of the last layer. For each data point
in each line, we split the data set into 4 folds, and we calculate the test accuracy on 1 fold using
the other 3 as training set, for each value of σ that we try. We take the maximum accuracy over
σ.

We investigate how the effect above varies with data set size. The results in Fig. 3.2 show
that particularly for the CNNGP-14 architecture, correlated weights in the final layer lead to
a modest but consistent improvement in performance, with the effect becoming larger with
increasing dataset size. We can also see the optimal lengthscale λ converging to a similar value
for both architectures, of about λ ≈ 17, which is evidence that the improvement holds for larger

2Strictly speaking, Σ(L) = 11T corresponds to sum-pooling, but the missing constant 1/(PQ)
2 does not

affect the maximum in eq. (3.42); and thus does not affect the classification performance.
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Fig. 3.2 Cross-validation accuracy of the CNNGP-14 and Myrtle10 networks on subsets of
CIFAR10, with varying lengthscale of the Matérn-3/2 kernel that determines the weight
correlation in the last layer. With larger data set sizes N , the improvement is larger, and the
optimal lengthscale λ converges to a similar value (λ ≈ 17). For all data sets except the largest,
the values are averaged over several runs, and the thin lines represent the ±2σn, the estimated
standard deviation of the mean. We can improve the performance of the classifier by choosing
an intermediate λ.
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Fig. 3.3 Correlated weights in intermediate layers. We replace pooling layers in the Myrtle10
architecture with larger convolutional filters with correlated weights. The lengthscale, and
thus the amount of correlation, is varied along the x-axis. Independent weights exhibit low
performance. By adding correlations to a convolutional layer, we can recover (but not, in this
case, exceed) the performance of the hand-selected architecture with mean-pooling.
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data sets. The optimal lengthscale is the same for both networks, so we speculate it may be a
property of the CIFAR-10 data set.

Data partitioning. The largest data set size in each part of the plot was run only once because
of computational constraints. We transform one data set of sizeN into two data sets of sizeN/2
by taking block diagonals of the stored kernel matrix, so we have more runs for the smallest
sizes. This is an unbiased Monte Carlo estimate of the true accuracy under the data distribution,
since the individual data points are uniformly distributed (but not independent, since they are
sampled without replacement). It also has less variance than independent data sets, because
the data sets taken are anti-correlated; they have no points in common. Accordingly, the error
bars in Figs. 3.2 and 3.3 are a consistent estimate of the standard error: the square root of an
upwards-biased and consistent estimator of the variance of the mean.

Implementation. We use the neural-tangents [Nov+20] library to calculate the spatial
kernel at the previous-to-last layer, K(L−1)(X,X ′), once. Since only the lengthscale of the last
layer changes, we can cheaply obtain the final layer kernel matrixK(L)

XX′ for all lengthscales.

3.4.4 Correlated weights in intermediate layers

We take the same approach to the experiment in Fig. 3.3. To investigate whether correlated
weights can replace mean-pooling, we replace the 2 × 2 intermediate mean-pooling layer,
together with the next 3 × 3 convolution layer, in the Myrtle10 architecture with correlated
weights. We change them to a 6× 6 weight-correlated convolution. We vary the lengthscale
for the covariance of all the newly correlated layers, setting them to the same value.

We observe that for independent weights (lengthscale is 0) the performance of the network
is significantly below the optimum. Correlating the weights improves performance, although
after adding small amounts of correlation, performance stays roughly constant. This indicates
that for intermediate layers mean-pooling is not a sub-optimal choice, as it is for the last layer.
However, the amount of correlation is a continuous parameter, which could lead to avoiding
this discrete choice in model architecture.

Implementation. In this experiment, the lengthscales vary across the whole network, so we
need to calculate K(L−1)(X,X ′) every time. For a given data set size, this makes each point
in Fig. 3.3 considerably more expensive. For each data point, we optimise over the lengthscale
of the last layer like in Fig. 3.2, picking the one with highest cross-validation accuracy.
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We extend neural-tangents with a convolution layer that supports correlated weights.
When instantiated, it takes as input a 4-dimensional covariance tensor for the weights. This
allows us to calculate NN architecture kernels easily by interoperating with the existing layers.

Since 4-d convolutions are uncommon in deep learning3, our implementation uses a sum
over F (ℓ)

1 3-d convolutions to obtain the same result [Fun18]. Here F (ℓ)
1 = 3 is the first spatial

size of the convolutional filter. While this enables GPU acceleration, computing the kernel is a
costly operation. Reproducing these results takes around 10 days using an nVidia RTX 2070
GPU.

3.5 Related work

This section tells half of the story about wide limits of NNs: the limiting covariance functions
are viewed mainly as kernels for GP models. The story of using these kernels to analyse and
explain the behaviour of finite NNs is told in Section 4.5.

GPs introduced to machine learning. Interest in Gaussian approximations to random neural
networks started when Neal [Nea96] noted that they are the limiting distribution of single-
hidden-layer NN in the limit of infinite width. Inspired by that correspondence, Williams
and Rasmussen [WR96] proposed Gaussian process models for machine learning. The sim-
plicity of performing Bayesian inference for GPs led to their widespread adoption soon after
[RW06]. Over the years, the literature has proposed many kernels for use in GP models [RW06,
Chapter 4]. Some of the kernels correspond to Gaussian approximations of NNs; for example,
Williams [Wil97] proposed to use the kernel of a two layer NN with the error function as
nonlinearity.

In spite of Neal’s [Nea96] correspondence between BNNs and GPs, MacKay [Mac98]
argued that kernel smoothers like GPs could not possibly replace NNs with their learnable
features. This precise objection inspired Section 3.3.

Recursive and FCNN kernels. With the increasing prominence of deep learning, recursive
kernels were introduced in an attempt to obtain similar properties. Cho and Saul [CS09]
and Mairal et al. [Mai+14] investigated such methods for fully-connected and convolutional
architectures respectively. Despite similarities between recursive kernels and neural networks,
these works do not provide a clear relationship between them. Hazan and Jaakkola [HJ15]
took initial steps to showing the wide limit equivalence of a neural network beyond the single

3Most deep learning frameworks implement convolutions in GPU using nVidia’s official CUDNN implementa-
tion. This implementation only has support for 1-d, 2-d and 3-d convolutions.
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layer case. This chapter explains the kernels derived by Matthews et al. [Mat+18] and Lee et al.
[Lee+18], which actually calculate the moment-matching Gaussian approximation of FCNN
activations.

CNN kernels. Also in this chapter is the work of Garriga-Alonso, Rasmussen, and Aitchison
[GRA19] and Novak et al. [Nov+19], who derived the kernel corresponding to a deep CNN
with spatially independent weights. These two papers motivated Section 3.3 [GW21] by noting
that spatial correlations disappeared in the infinite limit. Spatial mean pooling at the last layer
was suggested as one way to recover correlations, with Novak et al. [Nov+19] providing initial
evidence of its importance. Due to computational constraints, they were limited to using a
Monte Carlo approximation to the limiting kernel. Shankar et al. [Sha+20] provided follow-on
work that pushes the performance of CNN-based GP kernels for images.

The Neural Tangent Kernel (NTK). A different class of limiting kernels, the NTK, orig-
inated from analysis of the gradient of the function implied by a neural network during
optimisation [JGH18], rather than the prior implied by the weight initialisation. Just like the
above moment-matching kernels, this kernel can be computed recursively, sheds light on certain
properties of neural networks, and provides models with predictive capabilities of their own.
Arora et al. [Aro+19] demonstrated the utility of convolutional NTKs for image classification
tasks, being among the first to calculate the exact covariance of CNNs with GAP at the end.
Arora et al. [Aro+20] showed that NN kernels may be better than parametric NNs when the
training set is small.

Convolutional GPs. In the kernel and Gaussian process community, kernels with convolu-
tional structure have also been proposed. Notably, these retained spatial correlation in either a
fixed [WRH17] or adjustable [Mai+14; Dut+20] way. While these methods were not derived
from the moments of NN activations, Wilk [Wil19] provided an initial construction from an
infinitely wide neural network limit. Section 3.3.1 provides a more thorough correspondence.

Deep kernel learning. Wilson et al. [Wil+16] and Calandra et al. [Cal+16] introduced and
Bradshaw, Matthews, and Ghahramani [BMG17] improved deep kernel learning (DKL). The
inputs to a classic GP kernel k (e.g. squared exponential) are preprocessed by applying a
feature extractor g, which is a deep NN, prior to computing the kernel: kdeep(X,X ′) ≜

k(g(X; θ), g(X ′, θ)). The NN parameters are optimised by gradient ascent using the likelihood
as the objective, as in standard GP kernel learning [RW06, Chapter 5]. This construction keeps
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the Bayesian inference for the model simple, while endowing GPs (which nominally have fixed
features) with the ability to learn features from data.

When this approach is combined with a linear kernel at the last layer, it is sometimes called
a neural linear model [RTS18; OR19]. Unlike GP models with fewer parameters, deep kernel
learning does not always have good uncertainty calibration [ORW21b].

Deep Gaussian processes. One can also form a prior over functions by “stacking” several
GPs; drawing several functions from GPs and composing them. This is called a deep Gaussian
process (DGP) [DL13]. Bayesian neural networks are also DGPs, with kernel functions given
by the composition of nonlinearities and random linear transformations [AYO20b].

Several works have applied DGPs to images: some using the convolutional GP kernel by
Wilk, Rasmussen, and Hensman [WRH17] (e.g. [Kum+18; BKH19]), others with more flexible
convolutional kernels with spatial correlations [Dut+20]. In contrast, the models described
in this chapter confine all hierarchy to the definition of the kernel, and the resulting GPs are
shallow.

3.6 Summary and conclusion

Summary. Assuming that the activations of a FCNN (Section 3.1) or CNN (Section 3.2)
are Gaussian, we have established how to calculate their mean and covariance functions. The
kernels (covariance functions) have a recursive form, starting with the outer product of the
inputs and finishing with the covariance of the last activations.

The weights and biases of a FCNN have to be Gaussian and independent, but those of a
CNN may have correlations in the spatial direction. If the CNN weights are independent, its
kernel is cheap to calculate (Section 3.2.4); but also equivalent to the kernel of a LCN, which
does not possess the crucial CNN property of translation equivariance.

If the weights are correlated, calculating the kernel is more expensive, but it gains translation
equivariance (or insensitivity; Section 3.3). Correlated-weight CNNs exist in a spectrum
between LCNs with independent weights and models with average pooling. They are also
connected to an earlier model, the Convolutional GP (Section 3.3.1).

Empirical evidence shows that CNN kernels with independent weights are fairly good at
modelling functions for image classification (Section 3.4.1), while having passable uncertainty
calibration (Section 3.4.2). Their performance can be greatly improved by adding global
average pooling in the last layer, and improved a bit more by making the last layer weights
correlated (Section 3.4.3). Using continuous parameters, correlation in intermediate layers can
recover the performance of discrete architectural choices like average pooling (Section 3.4.4).
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Conclusion. Using GPs kernels derived from convolutional BNNs priors, we can greatly
improve the performance of kernel methods on images. This is useful in cases where kernel
methods are desirable, for example due to their simplicity, analytic tractability, or uncertainty
calibration. It is also surprising, since feature learning is essential to the success of NNs, and in
kernel methods the feature representation is fixed before training.



Chapter 4

Bayesian NNs resemble Gaussian processes
in the function space

This chapter explores the connection between infinitely wide neural networks and Gaussian
processes. Namely that, as the number of exchangeable units (neurons or channels) of a neural
network grows, the distribution over functions that it represents converges in distribution to a
Gaussian process.1

This connection was first shown by Neal [Nea96] for NNs with one hidden layer. That,
together with the method for performing inference by Williams and Rasmussen [WR96],
introduced Gaussian processes as models for machine learning.

The chapter starts with a heuristic argument for why random fully-connected NNs converge
to GPs, by iteratively applying the multivariate central limit theorem (CLT; Section 4.1). The
argument is extended to convolutional NNs in Section 4.2, following the paper by myself, my
supervisor Carl Rasmussen and collaborator Laurence Aitchison [GRA19]. We then move to
an exposition of the NETSOR programming language by Yang [Yan19] and, with it, a formal
justification of the GP convergence for any NN that can be expressed in it. One such NN is the
correlated-weight CNN from my paper with Mark van der Wilk [GW21], which is proven to
converge to a GP in Section 4.3.4. For more details on my contributions see Section 1.2.3.

The chapter concludes with empirical evidence for the Gaussian process convergence of
various NN architectures (Section 4.4) and a survey of related work (Section 4.5).

1Convergence in distribution is also called weak convergence. Contrary to its name, it is fairly strong: it is
equivalent to convergence in the expectations of all bounded measurable functions. Among other things, this
implies that the prior and posterior predictive of the NN converges to that of a GP [Hro+20a], and that their
cumulative distribution functions (CDFs) converge pointwise. For more details see Section A.1.
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4.1 Fully connected neural networks

This section offers only a heuristic argument for the connection between FCNNs and GPs,
due to Lee et al. [Lee+18]. Nonetheless, the argument is a formal proof on all except the very
last step, and introduces several of the tools we shall need to formally express the theorems
for various architectures, in Sections 4.2 and 4.3. Concurrently to that work, Matthews et
al. [Mat+18] gave a proof that an infinitely wide FCNN converges in distribution to a GP.
Section 4.1.2 examines the steps they add to the heuristic argument.

Our starting point is the definition of the activations of a fully-connected neural network,
from Section 2.1.1:

A
(1)
i (x) =

C(0)∑
j=1

W
(1)
ij xj + b

(1)
i , A

(ℓ+1)
i (x) =

C(ℓ)∑
j=1

W
(ℓ+1)
ij ϕ

(
A

(ℓ)
j (x)

)
+ b

(ℓ+1)
i . (4.1)

We are concerned with the distribution over functions of the last layer of the neural network,
f(x) = A(L)(x). To make matters simple, we fix a sequence X = [x1, . . . ,xN ] of N
input points. Then, we analyse the distribution of the vector resulting from the application
of f to these points, that is, f(X ) = [f(x1), . . . , f(xN)]. Using the Kolmogorov extension
theorem (A.3), we will extend this to arbitrary sets X̃ and their image f

(
X̃
)

.
Before we continue, we must make clear the assumptions that underpin the argument.

Similar assumptions will accompany us for the whole chapter. First, the weights and biases are
i.i.d. Gaussian, with mean zero and appropriate variance.

Assumption 4.1.1 (iid Gaussian parameters). The weights W (ℓ)
ij and biases b(ℓ)i are all indepen-

dent from each other. Moreover, for each channel i ∈ C(ℓ), j ∈ C(ℓ−1) and layer ℓ ∈ [L],

b
(ℓ)
i

iid∼ N
(
0, σ2

b

)
, W

(ℓ)
ij

iid∼ N
(
0,

σ2
w

C(ℓ−1)

)
.

This is the same assumption we used to calculate the kernel (Assumption 3.1.1). Here it
serves to make each neuron at layer ℓ independent conditional on layer ℓ − 1, which lets us
prove CLT-like theorems, using reasoning similar to the induction step Lemma 4.1.6.

Remark 4.1.2 (Weakening Assumption 4.1.1). How much can we weaken this assumption?
We shall see in Section 4.3 that the biases do not need to have mean zero, but the weights
do. Hanin [Han21] shows that any distribution where each weight W (ℓ)

ij is independent, has
mean zero and finite moments is enough for a FCNN to converge to its GP. I suspect that it is
enough if the weights are exchangeable and uncorrelated, following the preconditions of the
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exchangeable CLT due to Blum et al. [Blu+58]. In any case, the parameters of different layers
ℓ need to be independent and the biases need to be Gaussian.

To ensure the variance of the network remains finite, the following assumption bounds the
nonlinearities. To express it, we need the following definition.

Definition 4.1.3 (Controlled function [Yan19]). A function ϕ : Rk → R is controlled if it is
measurable and

|ϕ(x)| ≤ exp
(
C∥x∥(2−ϵ)2

)
+ c

for some C, c, ϵ > 0, where ∥ · ∥2 is the L2 norm.

That is, the exponent of a controlled function grows slightly more slowly than O
(
|x|2
)
.

If a function ϕ is controlled and its argument is Gaussian, all the moments of ϕ(x) are
guaranteed to be finite.2 This in turn ensures that the random NN function has finite variance.
All common nonlinearities (ReLU, tanh, . . . ) are controlled. This is a very weak assumption, it
is vanishingly unlikely that future nonlinearities will grow as fast as O

(
ex

2
)

; the resulting NN
would be numerically very unstable.

Assumption 4.1.4. The elementwise nonlinearity ϕ : R → R used throughout the network
(eq. 2.1) is controlled.

4.1.1 A formal one-step induction argument

The fundamental quantity we consider is an N -dimensional vector formed by the value of the
ith neuron of the ℓth layer, evaluated at the input set X . That is

A
(ℓ)
i (X ) =

A
(ℓ)
i (x1)

...
A

(ℓ)
i (xN)

 . (4.2)

The limiting process is Gaussian, defined by its mean and covariance functions (m(ℓ), K(ℓ))
respectively. Like in Section 2.5, we may write m(ℓ)(X ) and K(ℓ)(X ) to refer to the mean
vector and covariance matrix.

Lemma 4.1.5 (Induction base case). Conditioned on the value of the data points X , for
each i ∈ [C(1)], the N -dimensional vectors A(1)

i (X ) have the same multivariate Gaussian

2This is a consequence of two facts of a controlled ϕ(x). First, that
∫
ϕ(x)N

(
x
∣∣µ, σ2

)
dx, is finite for any

µ, σ2; which also implies that controlled functions are L1 integrable with a Gaussian. Second, that if ϕ(x) is
controlled, then ϕ(x)d is also controlled for d ∈ N, since d just gets absorbed into the c, C from Definition 4.1.3.
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distribution. Moreover, for i ̸= i′, A(1)
i (X ) and A(1)

i′ (X ) are independent. The mean and
covariance are the same for all activations. In summary,

A
(1)
1 (X ), . . . , A(1)

C(1)(X ) iid∼ N
(
m(1)(X ), K(1)(X )

)
where, for every x,x′ ∈ X ,

m(1)(x) = E
[
A

(1)
1 (x)

]
K(1)(x,x′) = Cov

[
A

(1)
1 (x), A

(1)
1 (x′)

]
.

Proof. The neuron A(1)
i (X ) is a multivariate Gaussian because each of its elements is a linear

combination of shared Gaussian random variables: the biases b(1)i and the weights W (1)
ij .

Following eq. (4.1),

A
(1)
i (X ) = b

(1)
i

1...
1

+
C(0)∑
j=1

W
(1)
ij

x1i...
xNi

 . (4.3)

While the value of the neuron evaluated at various points in X is correlated, the different
neurons Ai are independent, and each activation A(1)

i (X ) has the same moments. This is
because the weights and biases

(
W

(1)
i: , b

(1)
i

)
and

(
W

(1)
i′: , b

(1)
i′

)
are i.i.d., and eq. (4.3) applies to

all i. □

Lemma 4.1.6 (Induction step [HJ15; Mat+18]). Conditioned on X , suppose the feature maps
at the ℓth layer, A(ℓ)

j (X ), are i.i.d. multivariate Gaussian RVs:

A
(ℓ)
1 (X ), . . . , A(ℓ)

C(ℓ)(X ) iid∼ N
(
m(ℓ)(X ), K(ℓ)(X )

)
.

Then, as the number of hidden units at layer ℓ goes to infinity (C(ℓ) →∞), the activations of
the next layer converge in distribution3 to a Gaussian which is independent across units of the
output layer ℓ+ 1. That isA

(ℓ+1)
1 (X )

...
A

(ℓ+1)

C(ℓ+1)(X )

⇒ N

m

(ℓ+1)(X )
...

m(ℓ+1)(X )

 ,
K

(ℓ+1)(X ) 0 0

0
. . . 0

0 0 K(ℓ+1)(X )


.

3In short, for any bounded continuous function f , its expectation with respect to the left-hand distribution
converges to the expectation with respect to the right-hand distribution [Ros06, Ch. 10]. Notoriously, this does not
imply convergence of moments.
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The limiting Gaussian’s covariance is block-diagonal, and the mean and covariance are the
same for every activation-block. Informally, in the limit, the activations A(ℓ+1)

i (X ) are i.i.d..

Proof. Applying the recursion in eq. (4.1) to the activations, we obtain

A
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...
A
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1
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(ℓ)
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)
...

W
(ℓ+1)

C(ℓ+1)j
ϕ
(
A

(ℓ)
j (X )

)
 . (4.4)

Note that each term of the sum over j is i.i.d.. The weights W (ℓ+1)
ij and the activations

A
(ℓ)
j (x,x′) are j-wise i.i.d. by assumption. The nonlinearity ϕ and product act individually on

each summand j, and therefore conserve the i.i.d. property.
Further, each term has a finite variance which scales as 1/C(ℓ). By Assumption 4.3.2

ϕ is controlled, so Σ = Cov
[
ϕ
(
A

(ℓ)
j (X )

)]
is a N × N matrix with finite entries. The

weights W (ℓ+1)
ij have variance σ2

w/C
(ℓ) by Assumption 4.1.1 and they are independent from the

activations, so the overall variance is Σσ2
w/C

(ℓ). The i-wise independence of W (ℓ+1)
ij and their

independence from the previous layer ϕ
(
A(ℓ)(X )

)
imply that the resulting covariance matrix is

block diagonal.
With these two properties, we apply the multivariate central limit theorem (Theorem A.2.1)

and obtain that the sum in eq. (4.4) converges in distribution to a Gaussian as C(ℓ+1) → ∞.
The biases b(ℓ+1)

i are Gaussian by assumption, so their linear combination is Gaussian too. □

With these two lemmas, we are ready to prove that a fully connected neural network with
one hidden layer converges to a Gaussian process as the number of hidden units goes to infinity.
Our proof is more complicated than the one due to Neal [Nea96, Sec. 2.1.1], but will serve us
later.

Theorem 4.1.7 (2-layer FCNN is a GP, [Nea96]). Consider a (possibly infinite) set of input
points, X̃ . Apply the 2-layer fully-connected neural network from eq. (4.1) to X . As the number
of hidden units C(1) goes to infinity, the final activations A(2)

1 (X ), . . . , A(2)

C(2)(X ) converge in
distribution to a Gaussian process with mean function

E
[
A

(2)
i (x)

]
= m(2)(x)
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and covariance or kernel function

Cov
[
A

(2)
i (x), A

(2)
i′ (x′)

]
= δii′K

(2)(x,x′)

where δii′ = 1 if i = i′ and 0 otherwise.

Proof. Fix any finite X ⊆ X̃ . Applying Lemma 4.1.5, the first activations A(1)
j (X ) are i.i.d.

and Gaussian. Applying Lemma 4.1.6, we obtain that as C(1) → ∞, the second activations
A

(2)
i (X ) converge in distribution to a Gaussian with the mean and covariance functions in the

body of Theorem 4.1.7.
This is true for any finite subset X ⊆ X̃ , and the marginal distributions are compatible

because all A(1)(X ) are Gaussian with compatible mean and covariance functions. Applying
the Kolmogorov extension theorem (Theorem A.3.2), we obtain that the NN converges in
distribution to a GP on the set X̃ , and the theorem. □

4.1.2 Notes on limits, informal multi-step induction

The previous section proves that a FCNN with one hidden layer converges to a GP, under certain
conditions. This falls well short of the stated goal of this chapter: to prove it for arbitrarily deep
networks, as in the following theorem.

Theorem 4.1.8 (Deep FCNN behaves like a GP, [Mat+18]). Consider a (possibly infinite) set
of input points X̃ , and a fixed number of layers L. Apply the L-layer fully-connected neural
network from eq. (4.1) to X . For simplicity, fix all layers to have the same number of channels:
H = C(1) = · · · = C(L). As the number of hidden units H → ∞, the activations A(L)(X )
converge in distribution to a Gaussian process with mean function E

[
A

(L)
i (X )

]
= m(L)(x)

and covariance function Cov
[
A

(L)
i (X ), A(L)

i′ (X )
]
= δii′K

(L)(x,x′).

Proof. Deferred to Section 4.3.3. □

One might think we can prove this theorem similarly to Theorem 4.1.7, by applying our
induction lemmas several times. The argument, due to [Lee+18], goes thus. As C(1) →∞, the
activations A(2)

j (X ) become i.i.d. and Gaussian. Therefore, we can apply Lemma 4.1.6 again,
and prove that as C(2) →∞, the activations A(3)

i (X ) also become i.i.d. and Gaussian; and so
on until layer L.

Not so. Instead, it is a proof for the following statement:

lim
C(3)→∞

(
lim

C(2)→∞

(
lim

C(1)→∞
A(4)(X )

))
= N

(
m(4), δii′K

(4)
)
. (4.5)
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Briefly changing notation to consider the activations as being functions of the ones at the
previous layer

(
A(4) = A(4)

(
A(3)

(
A(2)

(
A(1)(X )

))))
, we can equivalently express eq. (4.5)

as

lim
C(3)→∞

(
A(4)

(
lim

C(2)→∞

(
A(3)

(
lim

C(1)→∞
A(2)

(
A(1)(X )

)))))
= N

(
m(4), δii′K

(4)
)
. (4.6)

The second version makes the problem with this statement more visible: at every layer we add,
we assume that the previous layer is already infinitely wide, and thus exactly a GP. Limits only
state that an object of interest (in this case wide NNs) gets closer to a target (a GP), without
necessarily ever getting there. In particular, it is impossible to instantiate a deep neural network
that is covered by eq. (4.5). Alternatively, it is only possible to do so by instantiating layer 3 as
a GP already.

In contrast, Theorem 4.1.8 gives a single value n to the width of all layers, and increments
it. It thus speaks of NNs that are always finite but progressively wider, and asserts that they
become closer and closer to a GP as they do so. In the style of eq. (4.5), the statement of
Theorem 4.1.8 is

lim
C→∞

A(4)(X ) = N
(
m(4), δii′K

(4)
)
, given C = C(1) = C(2) = C(3). (4.7)

The proof in this case is also by induction, but the induction step precondition is that the
previous layer converges in distribution to a Gaussian process [Mat+18], not that the previous
layer is i.i.d. Gaussian. Consequently, the proof of the induction step is considerably more
involved.

It so happens that both statements (eqs. 4.5 and 4.7) are true, but that is not clear without
proving both of them separately. We have presented the naive induction argument because it is
easier to understand, captures the general intuition, and is correct for calculating the covariance
functions, as Chapter 3 does.

4.1.3 The undesirability of Gaussian process behaviour

We have argued for something neat: that infinitely wide FCNNs converge to GPs. Neal [Nea96]
takes the philosophical position that NNs should not be made smaller (and thus able to represent
fewer functions) if the data set is smaller. Instead, they should always have as much capacity as
possible, and regularisation should come from the prior.

Thus, he examines infinitely-wide Bayesian neural networks: they can represent any
continuous function with arbitrary accuracy [Hor91], so they have all the capacity. He finds,
like we just argued, that infinitely wide random NNs converge in distribution to a GP.
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This is undesirable for one chief reason: we use multi-layer NNs because we want them to
learn abstract features of the input, and use those for prediction. However, GPs are a kernel
method, which is equivalent to linear regression on a fixed set of features of the input. This
means that GPs do not learn abstract features of the input to use for prediction; instead, they
come pre-loaded with the available features before training. How can GPs thus represent the
feature learning that is valuable in deep learning? (See Section 3.5 and MacKay [Mac98].)

α-stable priors Neal’s [Nea96] diagnosis of the problem is that, in the infinite width limit,
each individual weight has zero variance4, in order to keep the total variance bounded. Thus,
each individual weight fixed at their mean and cannot change, so individual neurons cannot
represent any features.

To avoid this, he proposes having weights whose variance does not go to zero as the number
of neurons goes to infinity. Instead he proposes weights with α-stable distributions, which
have infinite variance, and normalise them appropriately. In that case, the infinitely wide NN
converges to a α-stable process. The same happens with deep networks [PFF20].

More importantly, the variance of each weight in the infinite limit is not zero, so each neuron
of the infinitely wide NN can represent and learn features from data. The downside is that
α-stable processes have infinite variance and are very difficult to work with (see e.g. [LRG15]).
Likely for this reason, they have not become popular, and researchers avoid GP behaviour in
their BNNs by keeping them finite.

4.2 Convolutional neural networks

This section argues, in a similar vein to Section 4.1, that deep Bayesian CNNs converge in
distribution to a GP, as their width goes to infinity. The width is the number of exchangeable
units, which in this case are the convolutional channels.

We have shown that wide fully connected neural networks are Gaussian processes, but
nowadays FCNNs are rarely used. More common and useful are the CNNs, which encode
inductive biases useful for computer vision.

Traditionally, GPs have been ill-suited to learning from high-dimensional but structured
data. The chief reason for that is the difficulty of designing a kernel that takes the structure into
account. One notable prior exception was the Convolutional GP [WRH17], which takes another
GP kernel and makes it operate on patches, giving the GP translation invariance. Another
approach is to learn a kernel that embeds the input into a lower-dimensional space, using a NN
[Cal+16; Wil+16], and use a common kernel in the embedded space.

4To see why, check Assumption 4.1.1, and note that limC(ℓ−1)→∞ σ2
w/C

(ℓ1) = 0.
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However, if wide Bayesian CNNs were to converge to GPs, and CNNs work well for
images, perhaps the resulting GP would also work with images? Ideally, such a learning
machine would retain all the advantages of GPs: the ease of performing Bayesian inference,
and the well-calibrated uncertainty estimation.

Indeed, the kernel of such GP would correspond to an existing CNN architecture. The
years of deep learning research into better architectures for images could be leveraged to use
all kinds of kernel methods in computer vision. Moreover, if the resulting GP works well, it
would seriously question the received wisdom that NNs work well because they learn internal
representations of the data [GBC16]: a fixed kernel specifies the feature representation, without
learning it from data.

4.2.1 Deep CNNs also converge to GPs

For clarity of exposition, we use the convolution definition that uses patch functions (Def-
inition 2.3.7). The result applies straightforwardly to D-dimensional convolutions, dilated
convolutions and upconvolutions (often called “deconvolutions”) and, in general, any linear
transformation of the input with tied coefficients, since they can be expressed with patch
functions.

Recall the definition of a convolutional neural network from eqs. (2.17) and (2.18).

a
(1)
ℓ (X) ≜ b

(ℓ+1)
j 1+

C(0)∑
j=1

W
(1)
ij ∗ xj (4.8)

a
(ℓ+1)
i (X) ≜ b

(ℓ+1)
j 1+

C(ℓ)∑
j=1

W
(ℓ+1)
ij ∗ ϕ

(
a
(ℓ)
j (X)

)
. (4.9)

Now the input points are images, represented as matrices X ∈ RC(0)×F (0) . The first
dimension ofX represents the different input channels, and the second dimension represents
all the spatial dimensions of the input, e.g. an image. Accordingly, the training input contains
tensors, X ≜ [X1, . . . ,XN ].

Lemma 4.2.1 (CNN induction base case). Consider the first layer of a convolutional network
evaluated on the input, defined according to eqs. (2.17) and (2.18). Conditioned on X , for each
i ∈
[
C(1)

]
, the first layer activations a(1)i (X ) are i.i.d. and Gaussian, with mean m(1)(X ) and

covariance K(1)(X ). That is, for everyX,X ′ ∈ X ,

m(1)
p (X) = E

[
A

(1)
1p (X)

]
K

(1)
pp′(X,X ′) = Cov

[
A

(1)
1p (X), A

(1)
1p′(X

′)
]
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Proof. Similarly to Lemma 4.1.5, the weights and biases
(
W

(1)
i: , b

(1)
i

)
are Gaussian and i-wise

i.i.d., so the activations a(1)i (X ) are also i.i.d.. The convolution is a linear operation of the
W

(1)
ij with coefficients from X (Definition 2.3.2), and linear combinations of Gaussian random

variables are Gaussian. □

Lemma 4.2.2 (CNN induction step). Conditioned on X , suppose the feature maps at the ℓth
layer are i.i.d. multivariate Gaussians:

a
(ℓ)
1 (X ), . . . , a(ℓ)

C(ℓ)(X ) iid∼ N
(
m(ℓ)(X ),K(ℓ)(X )

)
Then, as the number of channels C(ℓ) → ∞, the next activations A(ℓ+1)(X ) converge in
distribution to a Gaussian a

(ℓ+1)
1 (X )

...
a
(ℓ+1)

C(ℓ+1)(X )

⇒ N

m

(ℓ+1)(X )
...

m(ℓ+1)(X )

 ,
K

(ℓ+1)(X ) 0 0

0
. . . 0

0 0 K(ℓ+1)(X )


.

Proof. Similar to Lemma 4.1.6. We can write the joint outputs as

 a
(ℓ+1)
1 (X )

...
a
(ℓ+1)

C(ℓ+1)(X )

 = b
(ℓ+1)
i

1...
1

+
C(ℓ)∑
j=1


W

(ℓ+1)
1j ∗ ϕ

(
a
(ℓ)
j (X )

)
...

W
(ℓ+1)

C(ℓ+1)j
∗ ϕ
(
a
(ℓ)
j (X )

)
 . (4.10)

By Assumption 4.3.2 we can show that the summands over j have finite variance, and by
independence of W (ℓ+1)

j: (Assumption 4.1.1) they are independent with variance scaling as
1/C(ℓ), so we can apply the CLT to the sum. The biases b(ℓ+1)

i are also Gaussian, so the result
converges in distribution to a Gaussian with appropriate moments. □

The one-hidden layer and induction arguments are analogous to those in Section 4.1

4.3 The NETSOR programming language

In this section, we use NETSOR programs to formally prove Gaussian behaviour for deep
FCNNs and CNNs with correlated weights. Sections 4.3.1 and 4.3.2 introduce NETSOR

following Yang [Yan19], and Sections 4.3.3 and 4.3.4 describe the programs.
We have shown that random FCNNs and CNNs with one hidden layer converge in distribu-

tion to a Gaussian process in the limit of infinite width. But not yet deep networks.
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The original proof by Matthews et al. [Mat+18] that deep FCNNs converge to GPs is fairly
involved. To extend the result to CNNs, Garriga-Alonso, Rasmussen, and Aitchison [GRA19]
had to rewrite the proof to account for convolutions, while Novak et al. [Nov+19] came up
with a different approach. It seemed that every new NN architecture would require a new proof,
until the work of Yang [Yan19].

Yang designed a simple programming language, NETSOR, which can be used to express
any finite NN architecture. All NETSOR programs have a parameter n, the number of channels
or width of the network. While any finite NN can be expressed in NETSOR, we do not know if
all architectures have an interesting NETSOR program where the number of channels growing
with n is intuitive. Certainly, many popular architectures have interesting programs: recurrent
neural networks (RNNs) of various kinds, batch normalisation, layer normalisation, and others
[Yan19]. Attention models also have a NETSOR program, but the wide limit that it entails
makes it lose some important features [Hro+20b].

Yang showed that, as n→∞, the output of a NETSOR program converges in distribution to
a GP. Thus, proving that some deep architecture converges in distribution to a GP is as easy as
writing a NETSOR program now. Using Yang’s [Yan19] NETSOR language, this section makes
formal the arguments of Sections 4.1 and 4.2.

4.3.1 Definition of a NETSOR program

A NETSOR program expresses numerical computations. Each line of a NETSOR program is
simply the definition of a new variable, in terms of previously defined variables.

There are three types of variables: G(n)-vars, A(n1, n2)-vars, and H(n)-vars (henceforth
called “NETSOR variables”). Each of these have one or two parameters, which are the widths
we will take to infinity. For a given index in [n] (or [n1] × [n2]), each NETSOR variable is a
random scalar. To represent vectors that do not grow to infinity, we need to use collections of
NETSOR variables.

G-vars, A-vars and H-vars are all random when the program is run. To accommodate
non-random variables that may change, like the inputX to a NN, we must define a different
NETSOR program for each possible value of the variable. ThenX is represented as a constant,
or a G-var with variance zero and meanX .

What follows is an explanation of the three kinds of NETSOR variables, and example uses
of them. The program indicates the type of a variable using “var : Type”.

G-vars (Gaussian-vars) are n-wise approximately independent and identically distributed (i.i.d.)
and Gaussian. By “n-wise (approximately) independent” we mean that there can be
correlations between G-vars, but only within a single index i ∈ 1, . . . , n. G-vars will
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converge in distribution to n-wise i.i.d. Gaussians in the limit of n→∞, if all widths
are n. They are used, for example, to define the biases of a FCNN at the hidden layers.

A-vars represent matrices, like the weight matrices of a dense neural network. Their entries are
always i.i.d. Gaussian with with zero mean, even for finite instantiations of the program
(finite n). There are no correlations between different A-vars, or elements of the same
A-var. They may be used to define the weight matrices of a FCNN.

H-vars represent variables that become n-wise i.i.d. (not necessarily Gaussian) in the infinite
limit. G is a subtype of H, so all G-vars are also H-vars. Post-nonlinearity activations are
H-vars.

O-vars (Output-vars) are used to define the output of the NETSOR program. A O(n)-var be-
haves like you would expect a hypothetical A(n, 1)-var to behave: its elements are i.i.d.
Gaussian with mean zero, and it is independent of all other variables in the program.

Yang [Yan19] does not define O-vars, instead choosing to consider them part of the G-vars,
as they both converge to i.i.d. Gaussian vectors.

Definition 4.3.1 (Netsor program). A NETSOR program consists of:
Input: A set that may contain G-vars, A-vars, and O-vars.
Body: Each line of the program defines a new variable in terms of existing ones. New

variables may be defined using the following rules:

• MatMul: A(n1, n2)× H(n2)→ G(n1). Given an A(n1, n2)-var (i.i.d. Gaussian matrix)
and an H(n2)-var (i.i.d. vector), its multiplication is a G(n1)-var (that is, it converges to a
Gaussian vector in the limit n2 →∞).

• LinComb: Given constants α1, . . . , αK , and G-vars x1, . . . , xK of type G(n1), their
linear combination

∑K
k=1 αkxk is a G-var.

• Nonlin: applying an elementwise nonlinear function ϕ : RK → R, we map several
G-vars x1, . . . , xK to one H-var.

Output: A tuple of scalars (oT1 x1, . . . , o
T
KxK). The variables ok : O(nk) are O-vars. It

may be the case that oj = ok for different j, k (that is, the list [o1, . . . , oK ] has repeated entries).
Each xk : H(nk) is a H-var.

Outside of these rules, NETSOR does not have conditionals or loops5. In practice, we may
use loops and conditionals to write a NETSOR program, so long as they do not access the values

5Of course, a nonlinearity ϕ may be internally defined using loops and conditionals, so long as it satisfies
Assumption 4.3.2.
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of NETSOR variables. Conceptually, these behave like a LISP-style “macro” that generates a
NETSOR program.

4.3.2 The output of a NETSOR program converges to a Gaussian process

For simplicity, we assume that the width of all the NETSOR variables is n. Yang [Yan19] also
considers the case where each nk is different.

Just like in the earlier case of 2-layer NNs, we have to assume that the nonlinearities in
a NETSOR program are controlled (Definition 4.1.3). The following assumption ensures that
H-vars have finite variance.

Assumption 4.3.2. All nonlinear functions ϕ(·) in the NETSOR program are controlled.

The following three assumptions formalise the description of NETSOR variables from
Section 4.3.1. The distribution of A-vars and O-vars corresponds to the distribution over
weights W (ℓ)

ij in Assumption 4.1.1. The distribution of G-vars corresponds to the one of the
biases b(ℓ)i in Assumption 4.1.1.

Assumption 4.3.3 (Distribution of A-var inputs). Consider each A(n, n)-var in the program,
W . For i, j ∈ [n], each of its elements Wi,j , is sampled from the zero-mean, i.i.d. Gaussian,
Wi,j

iid∼ N (0, σ2
w/n).

Assumption 4.3.4 (Distribution of G-var inputs). Consider the input vector of all G(n)-vars for
each channel i ∈ [n], that is the vector zi ≜ [xi : x is input G-var]. It is drawn from a Gaussian,
zi

iid∼ N
(
µin,Σin

)
. The covariance Σin may be singular.

Assumption 4.3.5 (Distribution of O-vars). Each O(nk)-var vk in the program is an independent
Gaussian for each channel. Different O-vars may have different variances. That is, for each
k ∈ [K], i ∈ [n], vk,i

iid∼ N (0, σ2
k/nk).

Theorem 4.3.6 (NETSOR master theorem, [Yan19]). Fix any NETSOR program satisfying
Assumptions 4.3.2 to 4.3.5. If g(1), . . . , g(M) are all the G-vars in the entire program, then for
any controlled ψ : RM → R, as n→∞,

1

n

n∑
i=1

ψ
(
g
(1)
i , . . . , g

(M)
i

)
a.s.→ E

z∼N (m,K)

[
ψ
(
z(1), . . . , z(M)

)]
. (4.11)

Here a.s.→ is almost sure convergence (Section A.1). The mean m and covariance K are
calculated under the assumption that all the G-vars are jointly Gaussian, like in Chapter 3.
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Proof sketch. The proof is by induction on the number of G-vars included in the output, added
in order of definition. The induction invariant is that, for some m < M , eq. (4.11) holds; and
that a subset of G-vars in [m] which form a basis have a non-singular distribution. The detailed
proof is in Yang [Yan19, Appendix H]. □

Remark 4.3.7. The vectors zi ≜
[
g
(1)
i , . . . , g

(M)
i

]
thus behave as if they were independent

from the point of view of ψ. This strong law of large numbers is similar to the ergodicity
theorem used in MCMC, where variables are identically distributed and dependent, but their
average behaves as if they were i.i.d..

Remark 4.3.8 (Joint Gaussian assumption). The calculations in Chapter 3 do not assume that
the activations A(ℓ)(X) are jointly Gaussian for all ℓ. Assumptions 3.0.1 and 3.2.2 only state
that for each ℓ the activations is Gaussian. That is only sufficient to calculate covariances
because the NNs considered in Chapter 3 are all feedforward. Activations of different layers in
NETSOR programs converge to a joint, uncorrelated, Gaussian.

The following corollary is a consequence of Theorem 4.3.6 and [Yan19, Proposition G.4].

Corollary 4.3.9 (Corollary 5.5, abridged, [Yan19]). Fix any NETSOR program which satisfies
Assumptions 4.3.2 to 4.3.5. For simplicity, fix the widths of all the variables to n. The program
outputs are (oT1 x1, . . . , o

T
KxK), where each xk is a H-var, and each ok is an O-var. Then, as

n→∞, the output tuple converges in distribution to a Gaussian N (0,K). The covarianceK
is given by assuming that G-vars are jointly Gaussian and doing calculations like Chapter 3.

Remark 4.3.10. Theorem 4.3.6 looks similar to convergence in distribution (Section A.1), but
with controllable functions instead of bounded ones. This appears stronger, but is not exactly
the same: to be like convergence in distribution, eq. (4.11) should have the sum over i inside
the function ψ(·). In any case, at the output of the NN, Corollary 4.3.9 only proves convergence
in distribution.

4.3.3 Example NETSOR program: FCNN

We have introduced the NETSOR programming language, and shown that their output converges
in distribution to a GP. Now, we can write programs in NETSOR, and use them to prove
Gaussian process behaviour in the limit n→∞ of various NNs.

A very simple, yet interesting, program is the expression of an L-layer FCNN, for M input
data points X = {x1, . . . ,xM}. This program is listed in Algorithm 3, and is adapted from
Yang [Yan19, NETSOR Program 1]. Keep in mind Definition 2.1.1 of a FCNN.
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Algorithm 3 NETSOR program for a L-layer FCNN with input data X .

// G-vars for layer 1 activations, for all input points.
Input A(1)(xm) : G

(
C(1)

)
for m = 1, . . . ,M .

// A-vars for the weight matrices of each layer except the first and last, G-vars for the biases
InputW (ℓ) : A

(
C(ℓ), C(ℓ−1)) and b(ℓ) : G

(
C(ℓ)

)
for ℓ = 2, . . . , L− 1.

// O-vars for the weights of the last layer
Input oi : O

(
C(L−1)) for i = 1, . . . , C(L)

for m = 1, . . . ,M do ◃ input index m
for ℓ = 2, . . . , L− 1 do ◃ layer ℓ

Nonlin: Z(ℓ−1)(xm) ≜ ϕ
(
A(ℓ−1)(xm)

)
: H
(
C(ℓ−1)). ◃ Apply ϕ

MatMul: g(ℓ)m ≜W (ℓ) ·Z(ℓ−1)(xm) : G
(
C(ℓ)

)
. ◃ Multiply with weights

LinComb: A(ℓ)(xm) ≜ g
(ℓ)
m + b(ℓ) : G

(
C(ℓ)

)
. ◃ Add biases

end for
end for
Nonlin: Z(L−1)(xm) ≜ ϕ

(
A(L−1)(xm)

)
: H
(
C(L−1)).

Output
(
oTi Z

(L−1)(xm) : for i ∈
[
C(L)

]
,m ∈ [M ]

)
. ◃ input index m, channel i

Output postprocessing: add the Gaussian biases (not part of NETSOR)
for m ∈ [M ] and i ∈

[
C(L)

]
do

A
(L)
i (Xm) ≜ b

(L)
i +

(
oTi Z

(L−1)(xm)
)

end for

We may now use Algorithm 3 to prove Theorem 4.1.8. That is, to a set X̃ of input points,
we apply a L-layer FCNN. As the width H of the FCNN goes to infinity, the outputs of the
FCNN converge in distribution to a GP, with mean m(L) and covariance K(L) (Chapter 3).

Proof. Proof of Theorem 4.1.8 The NETSOR Master Theorem (4.3.6) and Algorithm 3 do most
of the work in the proof, showing that the output of Algorithm 3 converges in distribution to a
GP. We need to show:

1. That Algorithm 3 correctly implements a FCNN (Definition 2.1.1) for any finite input
data set X ⊆ X̃ .

2. That the kernel derived from Algorithm 3 matches the definition of m(L) and K(L) from
Section 3.1 and Algorithm 1.

We show both of these by inspection. For the first, we can compare the definition (2.1.1) of a
FCNN and Algorithm 3 and see that they have the same expression, except the program lacks
the biases in the last layer. The biases are Gaussian RVs, so by adding them the program still
converges to a GP in the limit H →∞.
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The second we may verify by comparing the kernel definition in [Yan19, Definition 5.2]
with the kernel in Section 3.1. Finally, we use the Kolmogorov Extension Theorem (A.3.2) to
extend the limiting GP from finite subsets X to the input set X̃ . □

4.3.4 NETSOR program and GP behaviour: CNN with correlated weights

NETSOR only has native support for matrix-vector multiplications and linear combinations with
constants. How can we represent a convolution operation for CNN? Consider the convolutional
layer definition eq. (2.18),

a
(ℓ)
i (X) = b

(ℓ)
i +

C(ℓ−1)∑
j=1

W
(ℓ)
i,j ∗ z(ℓ−1)j (X). (4.12)

Expanding the convolution into a sum, and changing the sum order, we obtain

a
(ℓ)
i,q(X) = b

(ℓ)
i +

P (ℓ)∑
p=1

C(ℓ−1)∑
j=1

W
(ℓ)
i,j,p z

(ℓ−1)
j,q̃(p)(X), (4.13)

which is just a spatial sum of matrix multiplications

a(ℓ)
:,q(X) = b(ℓ) +

P (ℓ)∑
p=1

W (ℓ)
:,:,p z

(ℓ−1)
:,q̃(p)(X). (4.14)

Thus, we may express a convolution with multiple filters as a sum of matrix-vector multiplica-
tions. This is the canonical way to represent convolutional filters in NETSOR [Yan19, NETSOR

program 4].
Here we run into a problem. Assumption 3.2.1 states that CNN filters are spatially correlated,

but Assumption 4.3.3 states that A-vars have to be independent. To solve this, we will use the
the following well-known lemma, which is theRϵ expression of a Gaussian random variable
with mean zero. The tensorR is a square root of the covariance.

Lemma 4.3.11. Let Σ ∈ RP 2
be an arbitrary real-valued covariance tensor. Then there exists

another real-valued tensorR ∈ RP 2
such that Σq,q′ =

∑P
p=1Rq,pRq′,p. Next, let u,w ∈ RP

be real-valued tensors, such that w = Ru. Suppose the elements of u are i.i.d. standard
Gaussian variables, {up}p∈[P ]

iid∼ N (0, 1). Then, w has a multivariate Gaussian distribution
with mean zero and covariance tensor Σ.

Proof. Let K = |P |, and Σ̃, R̃ be K ×K matrices, obtained by flattening the dimensions of
Σ,R respectively. Then Σ̃ is a real-valued covariance matrix, so it is positive semi-definite and
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a square matrix R̃ s.t. R̃R̃T = Σ̃ always exists. Un-flattening R̃ we obtainR. The variable
w is Gaussian because it is a linear transformation of the Gaussian u. Calculating the second
moment of w finishes the proof. □

Thus, to express convolution in NETSOR with correlated weights w, we can use the
following strategy. First, express several convolutions with uncorrelated weights u, using
eq. (4.14). Then, combine the output of the convolutions using LinComb and coefficients of
the tensorR.

Given a collection of A-vars
{
U

(ℓ)
:,:,p

}
p∈[P (ℓ)]

, we can express the convolutional kernelW (ℓ)

which has covariance Σ(ℓ) = R(ℓ)
(
R(ℓ)

)T as

W (ℓ)
:,:,p =

P (ℓ)∑
s=1

R(ℓ)
p,sU

(ℓ)
:,:,s . (4.15)

Substituting this into eq. (4.14) we obtain

a(ℓ)
:,q(X) = b(ℓ) +

P (ℓ)∑
p=1

P (ℓ)∑
s=1

R(ℓ)
p,sU

(ℓ)
:,:,s z

(ℓ−1)
:,q̃(p)(X). (4.16)

To express this computation with NETSOR rules we may write

MatMul : h(ℓ)
:,s,p(X) ≜ U (ℓ)

:,:,sz
(ℓ−1)
:,p (X) for s ∈

[
P (ℓ)

]
,p ∈

[
F (ℓ−1)], (4.17)

LinComb : a(ℓ)
:,q(X) ≜ b(ℓ) +

P (ℓ)∑
p=1

P (ℓ)∑
s=1

R(ℓ)
p,s h

(ℓ)
:,s,q̃(p)(X) for q ∈

[
F (ℓ)

]
. (4.18)

Algorithm 4 uses this construction for every layer to express an L-layer CNN with correlated
weights, applied to an input data set X ≜ [X1, . . . ,XM ].

Theorem 4.3.12 (Correlated CNN behaves like a GP [GW21]). Consider a (possibly infinite)
set of input points X̃ , and a fixed number of layers L. Apply the L-layer convolutional
neural network (Definition 2.3.7) with correlated weights (Assumption 3.2.1) to X . Assume
its nonlinearities are controlled (Assumption 4.3.2). For simplicity, fix all layers to have
the same number of channels: C = C(1) = · · · = C(L). Then, as the number of channels
C →∞, the activations A(L)

(
X̃
)

converge in distribution to a Gaussian process with mean

function E
[
A

(L)
i

(
X̃
)]

= m(L)
(
X̃
)

and covariance function Cov
[
A

(L)
i,q

(
X̃
)
, A

(L)
i′,q′

(
X̃
)]

=

δi,i′K
(L)
q,q′

(
X̃ , X̃

)
(Section 3.2).

Proof. Like in the earlier proof of Theorem 4.1.8, we need to show
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Algorithm 4 NETSOR description of an L-layer CNN with correlated weights, with input X .

// G-vars for layer 1 activations, for all spatial locations p and input pointsXm.
Input A(1)

p (Xm) : G(C
(1)) for p ∈

[
F (1)

]
and m = 1, . . . ,M.

// A-vars for the independent convolutional weights, and G-vars for biases
Input b(ℓ) : G

(
C(ℓ)

)
and U (ℓ)

p : A
(
C(ℓ), C(ℓ−1)) for p ∈ [P (ℓ)] and ℓ = 2, . . . , L− 1.

// O-vars for the output, for every patch location s and channel i
Input oi,s : O

(
C(L−1)) for s ∈

[
P (L)

]
and i = 1, . . . , C(L).

for m = 1, . . . ,M do ◃ data point m
for ℓ = 2, . . . , L− 1 do ◃ layer ℓ

for p = 1, . . . ,F (ℓ−1) do ◃ spatial location p
Nonlin: z(ℓ−1):,p (Xm) ≜ ϕ

(
a
(ℓ−1)
:,p (Xm)

)
: H
(
C(ℓ−1))

for s = 1, . . . ,P (ℓ) do ◃ patch location s
MatMul: h(ℓ)

:,s,p(Xm) ≜ U
(ℓ)
s z

(ℓ−1)
p (Xm) : G

(
C(ℓ)

)
end for

end for
for q = 1, . . . ,F (ℓ) do ◃ spatial location q

LinComb: a(ℓ)
:,q(Xm) ≜ b(ℓ) +

∑P (ℓ)

p=1

∑P (ℓ)

s=1 R
(ℓ)
p,s h

(ℓ)
:,s,q̃(p)(Xm) : G

(
C(ℓ)

)
end for

end for

for p ∈
[
F (L−1)] do ◃ spatial location p

Nonlin: z(L−1):,p (Xm) ≜ ϕ
(
a
(L−1)
:,p (Xm)

)
: H
(
C(L−1))

end for
end for

// One output for every spatial location p, patch location s, channel i and data point m.
Output

(
oTi,sz

(L−1)
:,p (Xm) : for p ∈

[
F (L)

]
, s ∈

[
P (L)

]
, i ∈

[
C(L)

]
and m ∈ [M ]

)
Output postprocessing: correlate the outputs and add biases (not part of NETSOR)
for m ∈ [M ], i ∈

[
C(L)

]
and q ∈ F (L) do

A
(L)
i,q (Xm) ≜ b

(L)
i +

∑P (L)

p=1

∑P (L)

s=1 R
(L)
p,s

(
oTi,sz

(L−1)
:,q̃(p) (Xm)

)
end for
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1. that Algorithm 4, including the postprocessing part, implements a correlated-weight
CNN correctly,

2. that the full program converges in distribution to a GP on X̃ ,

3. that the moments of this GP match the ones in Section 3.2.

For the first claim, the key is the equivalence between a convolutional layer with correlated
weights (eq. 2.18), and a spatial outer product followed by linear combination (eqs. 4.17
and 4.18). Keeping this in mind, we can verify by inspection that the steps of Algorithm 4,
including the output postprocessing, implement the recursive CNN equations (Definition 2.3.7).

The second claim is somewhat more involved. Invoking the Kolmogorov extension theorem
(Theorem A.3.2) we restrict our attention to finite subsets X ⊆ X̃ , which are going to be
compatible distributions if claim 3 is true. We then show by Theorem 4.3.6 that the output tuple
of the CNN NETSOR program converges in distribution to a GP as C →∞. Each activation in
the postprocessing is defined as a linear combination of a Gaussian RV (the bias) and a RV that
converges in distribution to a Gaussian, and thus the resulting distribution on X̃ also converges
in distribution to a Gaussian process.

Finally, we have to show that the postprocessed output has the correct kernel. The output
tuple and the activations have mean zero, which is correct. We thus compute the covariance of
the output tuple in Algorithm 4, forX,X ′ ∈ X̃ :

Cov
[
oTi,sz

(L−1)
:,p (X),oTi′,s′z

(L−1)
:,p′ (X ′)

]
= δi,i′δs,s′V

(L−1)
p,p′ (X,X ′). (4.19)

The delta functions appear because the O-vars and their elements are all independent. Using
this, we can calculate the covariance function of the activations

Cov
[
A

(L)
i,q (X), A

(L)
i′,q′(X

′)
]
=E

[
b
(L)
i b

(L)
i′

]
+

P (L)2∑
p,p′

P (L)2∑
s,s′

R(L)
p,sR

(L)
p′,s′

Cov
[
oTi,sz

(L−1)
:,q̃(p) (X),oTi′,s′z

(L−1)
:,q̃′(p′)(X

′)
]
. (4.20)

Substitute the value of the expectations and eliminate one of the sums due to δs,s′ ,

Cov
[
A

(L)
i,q (X), A

(L)
i′,q′(X

′)
]
= δi,i′

σ2
b +

P (L)2∑
p,p′

P (L)∑
s=1

R(L)
p,sR

(L)
p′,sV

(L−1)
q̃(p),q̃′(p′)(X,X ′)

. (4.21)
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Finally, noting that Σ(L)
p,p′ =

∑P (L)

s=1 R
(L)
p,sR

(L)
p′,s (Lemma 4.3.11), and using the definition of

K
(L)
q,q′(X,X ′) (eq. 3.26), we obtain the claim.

Cov
[
A

(L)
i,q (X), A

(L)
i′,q′(X

′)
]
= δi,i′

σ2
b +

P (L)2∑
p,p′

Σ
(L)
p,p′V

(L−1)
q̃(p),q̃′(p′)(X,X ′)


= δi,i′K

(L)
q,q′(X,X ′). (4.22)

□

4.4 Empirical convergence of wide ResNet

We have shown theoretically that random convolutional and fully-connected NNs converge in
distribution to a GP in the infinite channel limit (Theorems 4.1.8 and 4.3.12), and calculated
their mean and covariance. However, these theorems say nothing about the rate of convergence
of ever-wider NNs; they only talk about the limit.

Accordingly, this section investigates whether the GP limit is applicable to finite-width
networks used practically. For this we choose the independent-weight ResNet-32 (Table 3.1),
as a relatively elaborate CNN for which we proved GP convergence.

The experiment consists in randomly sampling 10 000 32-layer ResNets, with 3, 10, 30 and
100 channels in the first layers. Following the usual practice for ResNets we double the number
the number of hidden units when we downsample the feature maps. Then, we compare the
sampled and limiting theoretical distributions ofA(32)(X ) for a given input set X .

The probability density plots show a good match around 100 channels (Fig. 4.1A), which
matches a more sensitive graphical procedure based on quantile-quantile plots (Fig. 4.1B).
Notably, even for only 30 channels, the empirical moments (computed over many input images)
match closely the limiting ones (Fig. 4.1C). For comparison, typical ResNets use from 64
[He+16a] to 192 [ZK16] channels in their first layers. This indicates that, in practice, the
moments should be a very close match, and the tails a bit less.

We believe that the moments match so well because the moment propagation equations
from Chapter 3 only require the Gaussianity assumption for propagation through the ReLU; not
for applying the convolution or skip connections. Since the ReLU is almost linear, the moment
matching should not be too inaccurate either.
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Fig. 4.1 Distribution of the output A(32)(X ): limiting density and samples of finite 32-layer
ResNets [He+16b] with C = 3, 10, 30, 100 channels. Here X is a set of 100 training images.
A) Empirical histogram and limiting density function for one input image. B) A more sensitive
test of Gaussianity is a quantile-quantile plot, which plots in x the value of a quantile in the
limiting density and in y the corresponding quantile in the empirical one, for one input image.
C) The empirical moments (variances and covariances) over X show a good match for all
numbers of channels.

4.5 Related work

The field that studies the relationship between finite NNs and their infinite limits has exploded
since early 2018. The main catalyst seems to have been the derivation of the NTK [JGH18] and
its description of the wide limit’s evolution under gradient descent. The proof of GP behaviour
in wide FCNNs [Mat+18] (and [Lee+18], see Section 4.1.2) has been very influential as well.

This section reviews literature that studies the behaviour of finite NNs, using their infinite
limits. Literature about using the limiting kernels as models in their own right is found in
Section 3.5.

Mean-field initialisation. Early work in this field focused on applying mean-field theory6

to understand the dynamics of NN training. One example is work about finding good NN

6A tool from statistical mechanics. Essentially, it assumes variables of interest are Gaussian and potentially
independent, e.g. Assumption 3.0.1.
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training initialisations, by assuming NN activations are Gaussian computing their variance
[Poo+16; Sch+17; YS17; Yan+19; HDR19]. The aim is to prevent the problem of vanishing
and exploding gradients, where the contribution of a layer to loss gradients shrinks or grows
exponentially with depth.

SGD dynamics in finite and infinite networks. After the introduction of the NTK, several
groups used it to study the behaviour of networks when optimised using gradient descent.
Since the function-space loss surface for an infinitely wide NN is convex, it may be possible to
address the finite-width case. A key contribution is by Allen-Zhu, Li, and Song [ALS18], who
show that for NNs with width polynomial in the size of training data N and number of layers
L, (stochastic) gradient descent converges in a polynomial number of steps. Du et al. [Du+19]
do it with different assumptions, but NN whose width is exponential in the depth.

A different line of work studies the result of SGD training assuming the network is exactly
equal to its wide limit. For example, Lee et al. [Lee+19] approximate the Gaussian function-
space distribution of it at any point, which evolves as a linear model under NTK optimisation.

As a counterpoint, Chizat, Oyallon, and Bach [COB19] argue that studying SGD as a linear
model is useful because the parameters move very little in wide networks, but this will not
happen with interesting models.

Dyer and Gur-Ari [DG20] use Taylor expansion analysis (with Feynman diagrams) to study
the convergence rate of a NN to its limit, as it becomes wider. Their work theoretically and
empirically studies the same question as Section 4.4, as well as better predicting the trajectory
of SGD in finite networks.

Inference in finite Bayesian NNs. It is easier to do inference in the wide NN limit, but it is
unclear from this chapter that the results will apply to finite NNs. Hron et al. [Hro+20a] show
that the posterior of a finite BNN converges to the posterior of its GP limit, and use this to
sample the finite posterior with rejection sampling. Wu et al. [Wu+19] use the mean-field NN
kernel (with non-zero mean) to approximate the VI objective with a deterministic estimator,
thus making it easier to optimise the approximating distribution.

Predicting generalisation of finite NNs. Using random basis functions (NNs) to estimate
the kernel, and then finding the posterior of the corresponding GP model, can be much faster
than training the NN in small data sets. Park et al. [Par+20] leverage this to search over NN
architectures (neural architecture search), to find a NN that will generalise well on some data
sets.
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Another advantage of the GP models is that one can calculate their likelihood relatively
easily. This can be used to approximate a PAC-Bayes bound for generalisation in NNs [VL20],
which correlates well with empirical test set loss, because SGD behaves similarly to the GP
Bayesian posterior in some situations [Min+21; MHB17]. Valle-Perez, Camargo, and Louis
[VCL19] have also used the GP kernel to show that wide overparameterised NNs are biased
towards simple functions, and that may explain why they generalise well.

4.6 Summary and conclusion

Summary. We have substantiated the assumptions of Chapter 3 by showing that various NNs
behave similarly to the GPs introduced there. In particular, as a network’s number of channels
for all layers goes to infinity, its output converges in distribution to a Gaussian process, with
mean zero and the same kernel.

Section 4.1 introduces the assumptions needed for this result: independent zero-mean
Gaussian weights with width-appropriate variance, and Gaussian biases. The section also
proves the result for 1-layer networks and makes an argument for the result in fully-connected
deep networks. Section 4.2 extends the same argument to deep convolutional networks.
Section 4.3 extends the argument to arbitrary networks using the NETSOR language due to
Yang [Yan19], and finally provides proof of GP behaviour for deep networks. Section 4.4
empirically investigates how quickly the GP limit is reached for a moderately involved NN
architecture.

Conclusion. A very wide variety of NN architectures converge to a GP when their parameters
are independent. Thus, for a broad range of priors, including all priors in this thesis, a NN
closely resembles a Gaussian process when it grows wide.

Thus, if wide BNNs that resemble GPs perform well at some task, maybe using the corre-
sponding GP is easier. Substituting a BNN for its corresponding GP could also be considered a
valid approximation to the Bayesian NN posterior. It is not a very good approximation, however,
since the corresponding GP kernels underperformed finite NNs in Chapter 4 (Section 3.4).





Chapter 5

Choosing Bayesian neural network priors

To effectively train neural networks in a Bayesian way, we need to choose a prior that accurately
reflects our beliefs about the parameters before seeing any data [Bay63; Gel+13]. The most
common choice of the prior for BNN weights is the simplest one: the isotropic Gaussian.
Isotropic Gaussians are used across almost all fields of Bayesian deep learning, ranging from
variational inference [e.g., HA15; LW17; Dus+20], sampling-based inference [e.g., Nea92;
Zha+19], and Laplace’s method [e.g., Osa+19; IKB21]; to infinite networks (Chapters 3 and 4).

It is troubling that no alternatives are usually considered since, by the sheer amount of
possible priors, better choices likely exist. For example, the preceding chapters consider
exclusively Gaussian priors. With the exception of the spatially correlated prior for CNN
weights, the considered priors are also isotropic.

Indeed, despite the progress on more accurate and efficient inference procedures, in some
settings, the posterior predictive of BNNs using a Gaussian prior still leads to worse predictive
performance than a baseline obtained by training the network with standard SGD [e.g., Zha+19;
HK19; Wen+20a]. If the prior is correct, the Bayesian procedure should be optimal in terms of
prediction. If the prior is only slightly misspecified, it should still give considerable advantages
for reasoning about predictive uncertainty compared to MLE, which is especially relevant in
the small-data setting.

In this chapter, we try to find better priors for Bayesian neural networks. To do this, we train
NNs using SGD, and study summary statistics of the resulting empirical weight distribution. We
find that CNN weights display strong spatial correlations, while FCNNs display heavy-tailed
weight distributions. Building these observations into priors leads to improved performance on
a variety of image classification datasets, while not harming the performance of FCNNs on
UCI regression data sets. The new priors only manage to alleviate the cold posterior effect for
FCNNs, so the CNN models are still in some way misspecified (Section 5.1).
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This chapter is based on Fortuin et al. [For+22], which is a collaboration with Vincent
Fortuin as joint first author, Florian Wenzel, Gunnar Rätsch, Richard Turner, Mark van der
Wilk and Laurence Aitchison. My contributions are described in detail in Section 1.2.3. The
code is available on GitHub1. It contains a library to specify various priors for BNNs, and
perform posterior inference using SG-MCMC. We hope it will enable others to study the effects
of different priors on the properties of BNNs.

5.1 Background: the cold posterior effect

When performing inference in Bayesian models, we can temper the posterior by a positive
temperature T , giving

log p(w|x, y) 1
T =

1

T
[log p(y|w, x) + log p(w)] + Z(T ) (5.1)

for neural network weights w, inputs x, regression targets or class-labels y, prior p(w), likeli-
hood p(y|w, x), and a normalising constant Z(T ). Setting T = 1 yields the standard Bayesian
posterior. The temperature parameter can be easily handled when simulating Langevin dynam-
ics, as used in molecular dynamics and MCMC [LM12].

In their recent work, Wenzel et al. [Wen+20a] have drawn attention to the fact that cooling
the posterior in BNNs (i.e., setting T ≪ 1), often improves performance. Using cold posteriors
can be interpreted as overcounting the data and, hence, deviating from the Bayesian paradigm.
Assuming inference is working correctly, the Bayesian solution, T = 1, really should be
optimal [Gel+13]. The performance increase for colder temperatures (“cold posterior effect”)
should not happen if the prior and likelihood accurately reflect our beliefs.

Testing different hypotheses for potential problems with the inference, likelihood, and
prior, Wenzel et al. [Wen+20a] conclude that the BNN priors (which were Gaussian in their
experiments) are misspecified, at least when used in conjunction with standard neural network
architectures on standard benchmark tasks. This misspecification could be one of the main
causes of the cold posterior effect [c.f., Ger+16; Wil+18]. Reversing this argument, we can
hypothesise that choosing better priors for BNNs may lead to a less pronounced cold posterior
effect, which we can use to evaluate different candidate priors.

Despite the work by Wenzel et al. [Wen+20a], evidence is not yet sufficient to conclude that
the prior is the problem. It may yet be the likelihood [Ait20a], both the prior and likelihood, or
the inference. The present chapter provides weak evidence for the “misspecified likelihood”
hypothesis: the approximate inference based on Markov chains has fairly good diagnostics

1https://github.com/ratschlab/bnn_priors. MIT licensed.

https://github.com/ratschlab/bnn_priors
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(Section 5.4.6), and the priors investigated here do not alleviate the cold posterior effect in
CNNs.

5.2 Empirical analysis of neural network weights

As we have discussed, standard Gaussian priors may not be the optimal choice for modern
BNN architectures. But how can we find more suitable priors? Since it is hard to directly
formulate reasonable prior beliefs about neural network weights, we turn to an empirical
approach. We trained fully connected neural networks (FCNNs) and convolutional neural
networks (CNNs) with SGD on various image classification tasks to obtain an approximation
of the empirical distribution of the fitted weights, that is, the distribution of the maximum a
posteriori (MAP) solutions reached by SGD. If the distributions over SGD-fitted weights differ
strongly from the usual isotropic Gaussian prior, that provides evidence that those features
should be incorporated into the prior. Hence, we can use insights obtained by inspecting the
empirical weight distribution to propose better-suited priors.

Formally, this procedure can be viewed as approximate human-in-the-loop Expectation
Maximisation (EM). In particular, in expectation maximisation, we alternate expectation (E)
and maximisation (M) steps. In the expectation (E) step, we infer the posterior p(w|x, y, θt−1)
over the weights, w, given the parameters of the prior from the previous step, θt−1. In our case,
we approximately infer the weights using SGD. Then, in the maximisation step, we compute
new prior parameters θt, by sampling weights w from the posterior computed in the E step, and
maximising the joint probability of sampled weights and data. As y is independent of the prior
parameters if the weights are known, the M-step reduces to fitting a prior distribution to the
weights sampled from the posterior, that is,

Lt(θ) = E
p(w |x,y,θt−1)

[log p(y |x,w) + log p(w | θ)]

= E
p(w |x,y,θt−1)

[log p(w | θ)] + const (5.2)

θt = argmaxLt(θ) . (5.3)

Intuitively, this procedure allows the prior (and therefore the posterior) to assign more
probability mass to the SGD solutions, which are known to work well in practice. This is also
related to ideas from empirical Bayes [Rob92], where the (few) hyperparameters of the prior
are fit to the data, and to recent ideas in PAC-Bayesian theory, where data-dependent priors
have been shown to improve generalisation guarantees over data-independent ones [Riv+20;
Dzi+21]. While such approaches introduce a certain risk of overfitting [ORW21a], we would
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argue that standard BNNs are typically thought to be underfitting [Nea96; Wen+20a; Dus+20]
and that we do not directly fit the prior parameters, but merely draw inspiration for the choice
of prior family from the qualitative shape of the empirical weight distributions.

We begin by considering whether the weights of FCNNs and CNNs are heavy-tailed, and
move on to look at correlational structure in the weights of CNNs and ResNets. Note that in
the exploratory experiments here, for the E-step, we used SGD to perform MAP inference with
a uniform prior, i.e. maximum likelihood fitting. This avoids any prior assumptions obscuring
interesting patterns in the inferred weights. These patterns inspired a choice of novel priors,
and we evaluated these priors by showing that they improved classification performance (see
Section 5.4).

5.2.1 FCNN weights are heavy-tailed

We trained an FCNN (Fig. 5.1, top) and a CNN (Fig. 5.1, middle) on MNIST [LeC+98]. All
architectures in this section are described in Table 5.1. Networks were trained with SGD for
450 epochs using a learning rate schedule of 0.05, 0.005 and 0.0005 for 150 epochs each. We
can see in Fig. 5.1 that the weight values of the FCNNs and CNNs follow a more heavy-tailed
distribution than a Gaussian, with the tails being reasonably well approximated by a Laplace
distribution. This suggests that better BNN priors might be more heavy-tailed than isotropic
Gaussians.

Next, we similarly analysed the ResNet20 trained on CIFAR-10 (Fig. 5.1, bottom; Table 5.1).
Since this network has many layers, we quantify the degree of heavy-tailedness by fitting the
degrees of freedom parameter ν of a Student-t distribution to every layer. For ν → ∞, the
Student-t becomes Gaussian, so large values of ν indicate that the weights are approximately
Gaussian, whereas smaller values indicate heavy-tailed behaviour (see Section 5.3). We found
that at lower layers, ν was small, so the weights were somewhat heavy-tailed, whereas at higher
layers, ν became much larger, so the weights were approximately Gaussian (Fig. 5.2, left).

Such filters contain a large number of near-zero weights outside the receptive field, with a
number of very large weights inside the receptive field [SL03; Smy+03], and thus will follow a

Table 5.1 List of architectures that appear in Chapter 5, in the notation of Section 2.4.

Shorthand Architecture description
UCI FCNN 2× (FC, relu),FC. C = 64 hidden units.
MNIST FCNN 2× (FC, relu),FC. C = 100 hidden units.
MNIST CNN 2×

(
conv3×3, relu,maxpool2×2

)
,FC. C = 64 hidden channels.

ResNet20 conv3×3,BN, relu,ResStackC=16
s=1,d=3,ResStackC=32

s=2,d=3,ResStackC=64
s=2,d=3,

GAP,FC. Here the ResStacks include BN
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heavy-tailed distribution. As we get into the deeper layers of the networks, receptive fields are
expected to become larger, so this effect may be less relevant.

5.2.2 CNN weights are spatially correlated

In the second part of our empirical inspection of fitted weight distributions, we looked at spatial
correlations in CNN filters. In particular, we considered 9-dimensional vectors formed by
the 3× 3 filters for every input and output channel. We studied our three-layer CNN trained
on MNIST and found strong correlations between nearby pixels, and lesser (layer 2) or even
negative (layer 1) correlations at more distant pixels (Fig. 5.3). We found similar spatial
correlations in a ResNet20 trained on CIFAR-10, across all layers, with correlation strength
increasing as we move to later layers (Fig. 5.2, right; Fig. 5.6). We found by far the strongest
evidence of correlations spatially, that is, between weights within the same CNN filter. This
could potentially be due to the smoothness and translation equivariance properties of natural
images [Sim09].

This matches the theoretical justification for weight correlation provided by infinite networks
in Section 3.3. Correlated weights make the infinite CNN activations retain correlation, which
is desirable for modelling natural images; and therefore spatial correlations are learned by SGD.
The experiments in Section 5.4 investigate whether this theoretically motivated prior is also
useful in the finite-width case.

We also found some evidence for spatial-like correlations in the input layer of an FCNN
(Fig. 5.5). Combined with local connectivity, this makes it behave like a CNN; which is
evidence that CNNs are a very good idea for modelling images.

The covariance matrices in Fig. 5.5 and Section B.1.1 are obtained from weights of shape
Cin × Cout. In the input direction, each of the Cout column vectors is considered a different
draw from some distribution. The empirical covariance in the input direction is calculated
by averaging over the 10 independent SGD runs, as well as the Cout vectors. In the output
direction, the average is over the SGD runs and Cin vectors.

Note, however, that this methodology cannot find structured correlations between channels,
except at the input and output. This is because NN functions are invariant to permutations of
neurons/channels [Sus92; Mac92; Bis06; Ait20b; AYO20a]. Since the initialisation is random,
the “role” of each channel will be arbitrarily permuted when comparing different runs of SGD.
Thus, the resulting empirical covariance has to be in expectation Toeplitz (constant along each
of the diagonals).

Figure 5.4 shows the distribution of off-diagonal covariance elements for the second layers
of the FCNN and CNN on MNIST, compared with i.i.d. Gaussian tensors of the same size. The
elements of the covariance matrix have much more widely distributed values than the Gaussian
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Fig. 5.1 Empirical marginal weight distributions of a layer of FCNNs and CNNs trained with
SGD on MNIST, and a layer of several ResNets trained on CIFAR-10. We show marginal
weight histograms (left) and quantile-quantile (Q-Q) plots with different distributions (right).
The empirical weights are clearly heavier-tailed than a Gaussian (green line), and seemingly
better fit by a Laplace (orange line).
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Fig. 5.2 Empirical distribution of each layer of a ResNet-20 (Table 5.1), trained using SGD
on CIFAR-10. Left: fitted lengthscale λ of a multivariate Gaussian with a spatial squared
exponential kernel exp(−1

2
d(p,p′)2/λ2) to the trained weights. A larger lengthscale implies

stronger spatial correlation. Right: degrees of freedom of a multivariate t-distribution, fit to
each layer’s weights. The multivariate t’s covariance is fixed to the empirical spatial weight
covariance (Section 5.2.2). In both cases fitting is via maximum likelihood.
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trained on MNIST, normalised by the number of channels. The weights correlate strongly with
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Fig. 5.5 FCNN layer 1 empirical covariances of the weights, trained with SGD on MNIST.
We can see correlations in the spatial direction in the weights of the input layer (left). In the
other directions, the covariance matrix is less smooth than we would expect from an isotropic
Gaussian draw of the same size (left matrix of every pair), but otherwise has no discernible
structure. This suggests that the weights are not isotropic Gaussian.
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Fig. 5.6 Spatial covariances for the convolutional weights of the layers of a ResNet-20, nor-
malised by the maximum variance for each layer, which is shown on the bottom right. We
trained the network with SGD on CIFAR-10 with data augmentation (10 times). Layer 1 is the
closest to the input. The first layer of every ResNet stack is marked with an asterisk (*). We
see that there are significant covariances in all layers, but that their strength increases for later
layers.

tensors. As the empirical covariance matrices have no visible Toeplitz structure (Fig. 5.5), this
suggests that the added variability is due to the non-Gaussianity of the weights. More empirical
weight distribution observations from SGD training can be found in Section B.1.2.

Taken together, these findings suggest that better priors could be designed by explicitly
taking the spatial correlation structure into account. We hypothesise that multivariate dis-
tributions with non-diagonal covariance matrices could be good candidates for CNN priors,
especially when the covariances are large for neighbouring pixels within the CNN filters (see
Section 5.4.3).

5.3 Priors under consideration

We contrast the widely used isotropic Gaussian priors with heavy-tailed distributions, including
the Laplace and Student-t distributions, and with correlated Gaussian priors. We chose these
distributions based on our observations of the empirical weight distributions of SGD-trained
networks (see Section 5.2) and for their ease of implementation and optimisation. We now give
a quick overview over these different distributions and their most salient properties.
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Gaussian. The isotropic Gaussian distribution [Gau09] is the de-facto standard for BNN
priors in recent work [e.g., HA15; LW17; Dus+20; Wen+20a; Nea92; Zha+19; Osa+19; IKB21;
Lee+18; GRA19]. The Gaussian prior we use is the same as in Section 2.1.2 and Assump-
tion 3.1.1. Its PDF is p(W) =

∏L
ℓ=1

∏C(ℓ)

i=1

∏C(ℓ−1)

j=1

∏P (ℓ)

p=1 p(W
(ℓ)
i,j,p), where

p(W
(ℓ)
i,j,p;µ, σ

2) =
1√
2πσ2

exp

(
−
(W

(ℓ)
i,j,p − µ)2
2σ2

)

with mean µ and standard deviation σ. For FCNNs we may consider a single spatial location,
P (ℓ) = 1. The prior is independent for every element of the weights of the network. It is
attractive, because it is the central limit of all finite-variance distributions (Section A.2), and
thus stable; and the maximum entropy distribution for a given mean and scale [Bis06]. However,
its tails are relatively light compared to some of the other distributions that we will consider.

Laplace. The Laplace distribution [Lap74] has heavier tails than the Gaussian and is discon-
tinuous at W (ℓ)

i,j,p = µ. Its PDF is p(W) =
∏L

ℓ=1

∏C(ℓ)

i=1

∏C(ℓ−1)

j=1

∏P (ℓ)

p=1 p(W
(ℓ)
i,j,p), where

p(W
(ℓ)
i,j,p;µ, b) =

1

2b
exp

(
−
|W (ℓ)

i,j,p − µ|
b

)
with mean µ and scale b. It is often used in the context of frequentist lasso regression [Tib96],
where it promotes sparsity in the linear function coefficient. It does not have the same sparsify-
ing effect in a Bayesian posterior. The tails of its PDF decay more slowly than the Gaussian,
i.e. it has heavier tails. This implies that extreme values are more likely when sampling from a
Laplace distribution.

Student-t. The Student-t distribution characterises the mean of a finite number of samples
from a Gaussian distribution [Stu08]. Its PDF is p(W) =

∏L
ℓ=1

∏C(ℓ)

i=1

∏C(ℓ−1)

j=1

∏P (ℓ)

p=1 p(W
(ℓ)
i,j,p),

where

p(W
(ℓ)
i,j,p;µ, ν) =

Γ(ν+1
2
)

Γ(ν
2
)
√
νπ

(
1 +

(W
(ℓ)
i,j,p − µ)2
νσ2

)− ν+1
2

,

where µ is the mean, Γ is the gamma function, σ2 is the variance, and ν are the degrees
of freedom. The Student-t also arises as the marginal distribution over Gaussians with an
inverse-Gamma prior over the variances [Hel75; Lür76]. For ν →∞, the Student-t distribution
approaches the Gaussian. For any finite ν it has heavier tails than the Gaussian. Its k-th moment
is only finite for ν > k. The ν parameter thus offers a convenient way to adjust the heaviness
of the tails. Note that it also controls the variance of the distribution, which is σ2ν/(ν − 2) (or
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undefined if ν ≤ 2). Unless otherwise stated, we set ν = 3 in our experiments, such that the
distribution has rather heavy tails, while still having a finite mean and variance.

Multivariate Gaussian with Matérn covariance. For our correlated Bayesian CNN priors,
we use multivariate Gaussian priors. Their PDF is p(W) =

∏L
ℓ=1 p(W

(ℓ)), where

p(W (ℓ);µ,Σ) =
1√

(2π)d|Σ|
exp

(
− 1

2d
∥W (ℓ) − µ∥2Σ(ℓ)

)

with ∥W (ℓ) − µ∥2Σ(ℓ) =
C(ℓ)∑
i=1

C(ℓ−1)∑
j=1

vec
(
W

(ℓ)
i,j,:

)T(
Σ(ℓ)

)−1
vec
(
W

(ℓ)
i,j,:

)
where d = C(ℓ)C(ℓ−1)

∣∣P (ℓ)
∣∣ is the number of elements ofW (ℓ).

In our experiments, we set µ = 0, making this the same prior as Assumption 3.2.1. Also,
the covariance between weights in the same filter is given by a Matérn kernel (ν = 1/2, λ = 1)
on the pixel distances, as in Section 3.3: Cov

[
W

(ℓ)
i,j,p,W

(ℓ)
i,j,p′

]
= exp (−∥p− p′∥2).

5.4 Empirical study: BNN priors for image classification

We performed experiments on MNIST and on CIFAR-10. We compare Bayesian FCNNs,
CNNs, and ResNets on these tasks. For the BNN inference, we used an SG-MCMC method
(Section 2.2.3), in order to scale to many training data points and obtain posterior samples that
are close to the true posterior. We combined the gradient-guided Monte Carlo (GGMC) scheme
by Garriga-Alonso and Fortuin [GF21] with the cyclical learning rate schedule by Zhang et al.
[Zha+19] and the preconditioning and convergence diagnostics by Wenzel et al. [Wen+20a]. In
Section 5.4.6, we discuss the accuracy of our inference method in more detail. We ran each
chain for 60 cycles of 45 epochs each, taking one sample at the end of each of the last five
epochs of each cycle, thus yielding 300 samples after 2,700 epochs, out of which we discarded
the first 50 samples as a burn-in. Per temperature setting, dataset, model, and prior, we ran five
such chains as replicates.

5.4.1 Measurements performed

Practitioners care about at least two aspects of BNN behaviour in classification: the

• test performance, or ability to predict the class well for a given input; and the

• uncertainty calibration, or ability of the model to know precisely when a prediction may
be wrong.
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Accordingly, we use a range of summary metrics, hoping to highlight the respective strengths
and weaknesses of different priors in these two respects.

Approximating the posterior predictive. A key quantity needed for all these metrics is the
posterior predictive p(f(x)) = k | D). That is, the probability that the test point x has label
k, given the training data D. Given S samples from the posterior over the model parameters
W1,WS , we can build an unbiased, consistent estimator to the posterior predictive,

f̂k(x) ≈ S−1
S∑

s=1

p(f(x) = k |Ws) = S−1
S∑

s=1

softmax
(
A(L)

: (x; Ws)
)
k
. (5.4)

Since we are in the classification setting, the probability of a given layer y is the softmax of the
last-layer activations (eq. 2.7). This can be used in turn to construct a consistent estimator of
the metrics below.

Test error. Probably the most widely used metric in supervised learning. Given a test set
(x1, y1), . . . , (xM , yM) which has not been used during training, the test error or empirical risk
is M−1∑M

m=1 1 [f(xm) = ym]. Here the model’s prediction f(x) = argmaxk p(f(x) = k | D)
is the largest-probability class. The test error is an unbiased estimator of the true generalisation
error. Substituting p(f(x) = k | D) for its estimator f̂k, the estimator becomes biased but
consistent.

Negative log-likelihood (NLL). The predictive test log-likelihood simply evaluates the
predictive probability on a test set. Its expression is M−1∑M

m=1 log p(f(x) = k | D), and
substituting f̂k(x) gives a downward-biased but consistent estimator. Like the test error, the
NLL also requires a test set for its evaluation, but it takes the predictive posterior variance
into account. It can thus offer a built-in trade-off between the mean fit and the quality of the
uncertainty estimates. Moreover, it is a proper scoring rule [GR07], so it is maximised when
the class probabilities are accurate. To make the plots consistently “lower is better”, we plot
the NLL, which is the test log-likelihood with the sign flipped.

Expected calibration error (ECE). The ECE measures how well the uncertainty estimates
of the model correlate with predictive performance. Intuitively, when the model is for instance
70 % certain about a prediction, this prediction should be correct with 70 % probability; this
property is known as calibration. Many deep learning models are not well calibrated, because
they are often overconfident and assign too low uncertainties to their predictions [Ova+19;
Wen+20b].
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The ECE [NCH15] is calculated by sorting the predicted probabilities for each class, and
clustering close values in M bins (in our case M = 30). For each bin, we calculate the average
predicted probability ek and the number of correctly classified samples om. The ECE is then∑M

m=1 f(m)|om − em|, where f(m) is the fraction of predictions that fall in the mth bin. The
ECE is thus lower when the predicted and true fraction of correctly classified labels are the
same.

The ECE as a metric can be gamed to its best value by predicting probability 1/K for each
of the K classes, for any input point. (Or the fraction of points belonging to the kth class,
if classes are unbalanced.) It thus sometimes rewards models with bad predictions, and is
orientative at best.

Out of distribution (OOD) detection. The OOD detection measures how well one can
tell in-distribution and out-of-distribution examples apart based on the uncertainties. This is
important when we believe that the model might be deployed under some degree of dataset
shift. In that case, the model should be able to lower its output confidence when presented with
examples outside of the training distribution.

For each training data set, we designate an OOD data set, to test whether the model
detects it for random pairs containing one input image from each data set. For CIFAR-10,
it is SVHN [Net+11], a data set of house number images of the same format. FashionM-
NIST [XRV17] and MNIST are each other’s OOD data set. The network is evaluated on each
test set, and the maximum class probability is taken as a classifier for in/out of distribution;
a higher value meaning in-distribution. The reasoning for this is that the model can be more
confident in the class output (whatever it is) if the test point is similar to the training set. Finally,
we output the area under the receiver operating curve (AUROC) [Fla04] of this classifier.

Additional experimental results can be found in Section B.1, inference diagnostics in
Section B.2, and implementation details in Section B.3. In the figures, we generally include
an SGD baseline for the predictive error, where it is often competitive with some of the
priors. For the likelihood, calibration, and OOD detection, the SGD baselines were out of the
plotting range and are therefore not shown. For completeness, we show them in Section B.1.4.
Moreover, while we focus on image classification tasks in this section, we provide results on
UCI regression tasks in Section 5.5.

5.4.2 Bayesian FCNN performance with different priors

Following our observations from the empirical weight distributions (Section 5.2.1), we hypoth-
esised that heavy-tailed priors should work better than Gaussian priors for Bayesian FCNNs.
We tested this hypothesis by performing BNN inference with the same network architecture as
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Fig. 5.7 Performances of fully connected BNNs with different priors on MNIST and FashionM-
NIST (see Section 5.4.2). The heavy-tailed priors generally perform better, especially at higher
temperatures, and lead to a less pronounced cold posterior effect. Note the reversed y-axis for
OOD detection on the right to ensure that lower values are better in all plots.

in Section 5.2, using different priors. We report the predictive error and log likelihood on the
MNIST test set. We follow Ovadia et al. [Ova+19] in reporting the calibration of the uncertainty
estimates on rotated MNIST digits and the out-of-distribution (OOD) detection accuracy on
FashionMNIST [XRV17]. For more details about our evaluation metrics, see Section 5.4.1.

We observe that the heavy-tailed priors do indeed outperform the Gaussian prior for all
metrics except for the calibration error (Fig. 5.7, top). This suggests that Gaussian priors over
the weights of FCNNs induce poor priors in the function space and inhibit the posterior from
assigning probability mass to high-likelihood solutions, such as the SGD solutions analysed
above (Section 5.2). Moreover, we find that the cold posterior effect is removed—or even
inverted—when using heavy-tailed priors, which supports the hypothesis that it is (at least
partially) caused by prior misspecification.

Since our heavy-tailed priors were inspired by the empirical weight distributions of FCNNs
trained on MNIST, we wanted to see whether these priors are transferable to other datasets. To
this end, we also performed BNN experiments on FashionMNIST, where we then used MNIST
as the OOD dataset. We can see in Fig. 5.7 (bottom) that the results do indeed look qualitatively
similar in this setting, and that the heavy-tailed priors also improve performance and remove
the cold posterior effect on these data. We are thus cautiously optimistic that heavy-tailed priors
are generally a good choice for Bayesian FCNNs.

5.4.3 Bayesian CNN performance with different priors

We repeated the same experiment for Bayesian CNNs on MNIST and FashionMNIST. Fol-
lowing our observations from the empirical weights (Section 5.2.1), in this case we might
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Fig. 5.8 Performances of convolutional BNNs with different priors on MNIST, FashionMNIST,
and CIFAR-10 (see Section 5.4.3). The (Fashion)MNIST experiments used CNNs, while the
CIFAR-10 experiments used ResNet20. The correlated prior generally performs better than
the isotropic ones, but still exhibits a cold posterior effect, while the heavy-tailed priors reduce
the cold posterior effect, but yield a worse performance. Note the reversed y-axis for OOD
detection on the right to ensure that lower values are better in all plots.

also expect the heavy-tailed priors to outperform Gaussian priors. The results in terms of
performance are less striking here than in the FCNN experiments and, when cooling down the
posterior, the Gaussian prior often outperforms the heavy-tailed ones (Fig. 5.8, first two rows).
However, we again observe that the cold posterior effect is removed with heavy-tailed priors.

Apart from the marginal weight priors, following our correlation analysis (Section 5.2.2)
we would expect to improve the prior when introducing weight correlations. We did this by
defining a multivariate Gaussian prior with non-diagonal covariance defined by a Matérn kernel,
as described in Section 5.3. For this correlated prior, we observe that it does indeed improve
the performance compared to the isotropic Gaussian one (Fig. 5.8). However, the cold posterior
effect is not reduced and its explanation thus remains elusive for CNNs.

Moreover, we see again that these results hold for the MNIST dataset, from which the priors
were derived, but also transfer to the FashionMNIST dataset (Fig. 5.8, middle). Finally, all
the effects of the different priors observed in FCNNs and CNNs with ReLU activations also
transfer to networks with sigmoid and tanh activations (see Section 5.4.5).
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5.4.4 Bayesian ResNet performance with different priors

Finally, we studied how our priors perform in larger models, by applying them to ResNet20
[He+16a] models trained on CIFAR-10, similar to the experiments in Wenzel et al. [Wen+20a].
Here we see that the heavy-tailed priors do not provide much benefit, neither in terms of
performance nor the cold posterior effect (Fig. 5.8, bottom row). This fits the empirical
observation that in these deeper networks, only the early layers are significantly heavy-tailed,
while the weight distributions of deeper layers converge towards Gaussians (see Section 5.2.1).
However, we observe again that the correlated prior outperforms the isotropic ones.

In practice, models on this dataset are often trained using data augmentation, as is our
model in Fig. 5.8. While this does indeed improve the performance (Fig. B.8 in the appendix),
it also strengthens the cold posterior effect. When we do not use data augmentation, the cold
posterior effect (at least between T = 1 and lower temperatures) is almost entirely eliminated
(see Fig. B.8 in the appendix and [Wen+20a; Izm+21]). This observation raises the question
of why data augmentation drives the cold posterior effect. Given that data augmentation
adds terms to the likelihood while leaving the prior unchanged, we could expect that the
problem is in the likelihood, as was recently argued by Aitchison [Ait20a]. On the other hand,
Wilk et al. [Wil+18] argued that treating synthetic augmented data as extra datapoints for the
purposes of the likelihood is incorrect from a Bayesian point of view. Instead, they express
data augmentation in the prior, by constraining the classification functions to be invariant to
certain transformations. More investigation is hence needed into how data augmentation and
the cold posterior effect relate.

5.4.5 Alternative activation functions

We repeated the experiments on MNIST with Bayesian FCNNs and CNNs and replaced the
ReLU activation functions with sigmoid and tanh activations (Figs. 5.9 to 5.11). We observe
that while the performances are overall worse than with ReLU activations (as is generally
expected), the effects of the different priors are qualitatively very similar.

5.4.6 Inference diagnostics for image classification

One of the main goals of this chapter is to make statements about the true BNN posteriors that
are as accurate as possible, not about approximations to it. To check the correctness of our SG-
MCMC inference, we estimated the temperature of the sampler using the two diagnostics from
Wenzel et al. [Wen+20a], namely the kinetic temperature and the configurational temperature;
as well as the amount of mixing using the R̂ statistic [Veh+21].
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Fig. 5.9 Performances of Bayesian ResNets with different priors on CIFAR-10 with and without
data augmentation in terms of different metrics, compared to SGD solutions. The correlated
prior generally outperforms the other ones. Moreover, data augmentation seems to increase the
cold posterior effect, as well as greatly improve performance.
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Fig. 5.10 Metrics for Bayesian FCNNs and CNNs with sigmoid activation function on MNIST.
The observed effects are qualitatively similar to the ones with ReLU activations in Figs. 5.7
and 5.8

Kinetic and configurational temperatures

The kinetic temperature is derived from the sampler’s momentumm ∈ Rd. The inner product
1
d
mTM−1m, for the (in this case diagonal) mass matrix M , is an estimate of the scaled

variance of the momenta. It is always positive and should, in expectation, be equal to the
desired temperature T .

The configurational temperature is 1
d
θT∇H(θ,m), where H(θ,m) = − log p(θ | D) +

1
2
mTM−1m+ const is the Hamiltonian. In expectation, this should also equal T . Unlike the

kinetic temperature estimator, the configurational temperature estimator is not guaranteed to be
always positive, even though the temperature is always positive. Using subsets of a parameter
or momentum also yields estimators of the temperature.
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Fig. 5.11 Metrics for Bayesian FCNNs and CNNs with tanh activation function on MNIST.
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Fig. 5.12 Temperature diagnostics of the MNIST experiment with FCNNs.

In both cases, we estimate the mean and its standard error from a weighted average of
parameters or momenta. That is, for each separate NN weight matrix or bias vector, we estimate
its kinetic and configurational temperature using the expressions above. Then, we take their
average and standard-deviation, weighted by the number of elements in that parameter matrix
or vector.

As an example, we show the estimated kinetic and configurational temperatures for some
ResNet and FCNN experiments on CIFAR-10 in Figs. 5.12 and 5.13. The desired temperature
is shown as a dotted horizontal line. The kinetic temperatures for the other experiments look
qualitatively similar and are shown in Section B.2. We see that the kinetic temperatures
generally agree well with the true temperatures, so the sampler works as expected there. In
contrast, the configurational temperature estimates can be somewhat larger than T , especially
when T is small (see Section B.2). This suggests that there could be small inference inaccuracies
at low temperatures. However, the configurational temperature certainly decreases as T
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Fig. 5.13 Temperature diagnostics of the CIFAR-10 experiment with ResNets with data aug-
mentation.

Table 5.2 Worst (highest) R̂ values for different models and neuron-permutation-invariant
functions.

Loss Potential Log-prior

FCNN MNIST 1.006 1.023 1.101
FCNN Fashion 1.007 1.013 1.104
CNN MNIST 1.002 1.001 1.013
CNN Fashion 1.009 1.007 1.013
ResNet CIFAR-10 1.125 1.171 1.404
ResNet CIFAR-10 (data augmentation) 1.066 1.090 1.346

decreases, and the metrics of Sections 5.4.2 to 5.4.5 do not change much for low temperatures,
so this has little impact on the overall trends.

Measuring mixing: the R̂

The split-R̂ estimator measures the difference between posterior variance estimate in each
chain, and between chains. It is roughly the square root of the between-chain variance divided
by the within-chain variance [Veh+21, eq. 1–3]. Its value is usually not smaller than 1, and a
chain that has mixed well should have a value no larger than R̂ ≤ 1.01 [Veh+21]. (Previously,
a threshold of 1.1 was considered enough [Gel+13, Section 11.5].)

Because of the permutation-invariance of neurons mentioned in Section 5.2.2, it is possible
to game the R̂ to a value very close to 1 by randomly permuting the neurons at every step. This
would tell us nothing of value, so we do not do it. For the same exchangeability reason, it
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does not matter if the SG-MCMC procedure permutes the neurons of the BNN, so an R̂ on the
weight space would greatly underestimate the amount of mixing in function space.

For this reason, we report R̂ statistics for functions of the NN weights that are permutation-
invariant. In particular, we employ the log-probability functions involved in BNN inference:
the log-prior, likelihood function (loss) and log-joint density (potential). For every considered
model and function, Table 5.2 contains the worst (highest) R̂ estimate we obtained across
all priors. Section B.2.2 contains a more detailed explanation and empirical R̂ estimates for
different priors.

We can see that, for most experiments, the chains have mixed sufficiently. Only for the
larger models (CIFAR-10 ResNets)—and, to a lesser extent, Student-t FCNNs—the chains
have mixed less well. Interestingly, for all convolutional networks, the correlated prior mixes
best. This further supports its suitability as a prior for image data and CNNs.

5.5 Empirical study: BNN priors for tabular regression

While the experiments in the main paper focus on image classification, we also performed
BNN experiments on UCI regression tasks. The architecture is a 3-layer FCNN, the hidden
layers are 64 units wide. We run GGMC for 30 000 epochs without minibatching on “boston”,
“energy”, “yacht” and “wine”, discarding runs where the potential diverges. For the other data
sets, which are larger, we run 3000 epochs, also without minibatching. The learning rate is a
flat 5 · 10−5, and we do not use a cosine schedule.

Even with full batch MCMC, it is clear that the dynamics for regression networks are
much less stable, especially at lower temperatures (which have a “sharper” potential landscape).
Fig. 5.14 shows that T = 1 is best for all data sets, in terms of the median mean squared error
(MSE) as well as the quantiles and outliers. We also find that no prior is clearly better than
the others for all data sets. Table 5.3 shows that each prior is the best for at least 2/9 data sets,
and they all perform very similarly. There is thus no special reason to follow (or avoid) our
recommendation to use the Laplace prior.

The split-R̂ diagnostics are considerably higher for regression (Table 5.3) than for the
classification setting (Table 5.2, for which the diagnostics look very good). Thus, the results
here should be taken with a grain of salt. They are a representative of how GGMC-trained
BNNs behave at each of these temperatures and priors, but the results may be different for other
ways of approximating the posterior.

Only one thing is clear: UCI regression data sets exhibit no cold posterior effect, and for
lower temperatures, the GGMC chains are less stable.
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Fig. 5.14 Box plots of the mean-squared error of Bayesian FCNNs doing regression on UCI
data sets. For each temperature, and prior, each box displays the median ±1.5 times the
inter-quartile range. Outliers are plotted as ×. We exclude runs where the potential diverges.
Temperature 1 is clearly best for all data sets, but otherwise there is no clear trend.

5.6 Related Work

Empirical analysis of weight distributions. There is some history in neuroscience of analysing
the statistics of data to inform inductive priors for learning algorithms, especially when it comes
to vision [Sim09]. For instance, it has been noted that correlations help in modelling natural
images [Sri+03], as well as sparsity in the parameters [Smy+03; SL03]. In the context of
machine learning, the empirical weight distributions of standard neural networks have also
been studied before [BF93; GL99], including the insight that SGD can produce heavy-tailed
weights [GS20], but these works have not systematically compared different architectures and
did not use their insights to inform Bayesian prior choices.

BNNs in practice. Since the inception of Bayesian neural networks, scholars have thought
about choosing good priors for them, including hierarchical [Mac92] and heavy-tailed ones
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Table 5.3 Diagnostics and median performance at temperature T = 1 for every prior and
UCI data set. The split-R̂ is generally high, which shows the chain has not fully explored the
posterior. The best prior (in terms of median mean squared error, MSE) for each dataset is
bolded, no prior is better overall. Additionally, each prior’s performance is very similar for
each data set, which implies that the choice of prior does not matter much here (at least among
these three).

split-R̂ diagnostic Median MSE
laplace gaussian student-t laplace gaussian student-t

boston 1.984856 1.664200 2.164047 0.051899 0.061199 0.056180
concrete 1.923906 1.960722 1.654736 0.962948 0.802203 0.728850
energy 2.026471 1.939554 2.309070 0.000759 0.000705 0.001500
kin8nm 1.523657 1.795404 1.609185 0.976947 1.520133 0.958203
naval 1.506857 1.700794 1.583324 1.241157 1.146679 1.679176
power 1.666368 1.738743 2.471113 0.156302 0.286625 0.148974
protein 1.574833 2.037037 1.510434 1.151049 1.296588 1.259395
wine 2.133220 1.936430 1.844044 0.674713 0.617795 0.604185
yacht 2.034536 1.880282 2.414279 0.000612 0.000559 0.000599

[Nea96]. In the context of infinite-width limits of such networks [Lee+18; Mat+18; GRA19;
Yan19; TRG19] it has also been shown that networks with very heavy-tailed (i.e., infinite
variance) priors have very different properties from finite-variance priors [Nea96; PFF20].
However, most modern applications of BNNs still relied on simple Gaussian priors. Although a
few different priors have been proposed for BNNs, these were mostly designed for specific tasks
[Ata+18; GD17; Ove+19; Nal18; Cui+20; Haf+20] or relied heavily on non-standard inference
methods [Sun+19; MLH19; KB20; Pea+20]. Moreover, while many interesting distributions
have been proposed as variational posteriors for BNNs [LW17; Swi+20; Dus+20; OA20;
AYO20a], these approaches have still used Gaussian priors. Others use a non-Gaussian prior,
but approximate the posterior with a diagonal Gaussian [Blu+15; GD17; NAS15], somewhat
limiting the prior’s effect. Another BNN posterior approximation is dropout [GG16; KSW15],
which is often poorly calibrated [Foo+19], but can also be seen to induce a scale-mixture prior,
similar to our heavy-tailed priors [MAV17].

BNN priors. Finally, previous work has investigated the performance of neural network
priors chosen without reference to the empirical distributions of SGD-trained networks [Blu+15;
GD17; Wu+19; Ata+18; Nal18; Ove+19; FOG19; Cui+20; RFK20; Haf+20; MOB20; Tra+20;
OA20; GW21; For21; Imm+21]. While these priors might in certain circumstances offer
performance improvements, they did not offer a recipe for finding potentially valuable features
to incorporate into the weight priors. In contrast, we offer such a recipe by examining the
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distribution of weights trained under a uniform prior with SGD. Importantly, unlike prior work,
we use SG-MCMC with carefully evaluated convergence metrics and systematically address
the cold posterior effect.

5.7 Summary and conclusions

Summary We have presented a new empirical approach to design priors that are well-suited
to modern BNN architectures. Using this approach, we have obtained new interesting choices
of priors motivated by inspecting the weight distributions of SGD-trained neural networks.
Applying these priors on popular benchmark tasks, we have shown that in BNNs, heavy-tailed
non-Gaussian priors can yield better performance across many metrics and also fit the empirical
weight distributions better than the common isotropic Gaussian priors. Moreover, they seem to
partially alleviate the cold posterior effect. In contrast, in convolutional BNNs, the performance
benefit of heavy-tailed priors seems less obvious, although they also fit the empirical weights
better and alleviate the cold posterior effect. Moreover, CNNs seem to exhibit significant
correlations in the weight distributions, especially between weights within the same filter.
Including such correlations into the prior improves the performance, but does not seem to
alleviate the cold posterior effect.

Conclusions Based on these findings, we generally recommend using heavy-tailed priors in
FCNNs and using correlated Gaussian priors in CNNs. However, it should be noted that our
experiments can only offer these recommendations for image classification tasks and for the
network architectures that we studied. We would expect that different tasks (e.g., language
processing, structured prediction) and different networks (e.g., RNNs, transformers) will
generally require different prior choices. Nonetheless, we hope that our work will encourage
practitioners and researchers working on these tasks and with these architectures to critically
assess their choice of standard Gaussian priors and to potentially try to elicit better priors
for their models. We believe that our proposed method of studying the empirical weight
distributions of SGD-trained networks can help in this endeavour.

Regarding the cold posterior effect, our results lend credence to the hypothesis of Wenzel
et al. [Wen+20a] that prior misspecification can play a role in causing this effect in Bayesian
FCNNs. However, in CNNs, our priors did not simultaneously improve performance and
reduce the cold posterior effect. In addition, data augmentation strengthened the cold posterior
effect. This is consistent with the idea that the likelihood is at fault here [Ait20a], or that
data-augmentation needs to be represented in the prior as viewed from the function space
[Wil+18]. Moreover, despite our extensive efforts to ensure accurate inference, we still cannot
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rule out that inference inaccuracies could also lead to cold-posterior-like effects. In future
work, it will thus be interesting to analyse the relative responsibilities of prior, likelihood, and
inference for the cold posterior effect in more detail. We hope that our PyTorch library for
BNN inference with different priors [For+21] will catalyse future research efforts in this area,
and perhaps also be useful on real-world tasks.





Chapter 6

Conclusions

This thesis has contributed to the specification of priors for BNNs in two ways. A theoretical
approach, examining a Gaussian process approximation to the BNN function-space; and an
empirical approach.

6.1 Gaussian process approximation of the function space

To understand the function space of convolutional BNN priors, Chapter 3 assumed their
activations are Gaussian. If all the weights are independent, the different channels of each layer
of a BNN are uncorrelated and, since they are Gaussian, also independent. Thus, a mean and
covariance function for each layer (m(ℓ), K(ℓ)) suffice to describe the behaviour of the entire
Gaussian-BNN.

In the case of Bayesian CNNs, the kernels resulting from uncorrelated weight matrices
are easy to calculate, but they result in GPs that do not have the property of translation
equivariance. To reintroduce it, we may add spatial correlations in the weight matrices and
obtain translation-insensitive CNNGPs.

In the weight-space view, Gaussian processes are featurised linear models; that is, unlike
NNs, their feature representation of the input is fixed before training. In light of this, the
resulting CNNGPs are surprisingly good at image classification, though not quite as good as
parametric NNs. This suggests that the a priori architecture is very important for learning
images, but representations learned from the data also play a large role.

The use of the Gaussian approximation to the activations is justified by Chapter 4. It shows
that, as the number of hidden channels in a BNN prior increases, its activations converge in
distribution to a GP. This holds for fully connected neural networks, convolutional neural
networks and many other architectures. The proof by Yang [Yan19] establishes layer-wise



102 Conclusions

convergence of the moments of BNN activations to a GP. I present a heuristic argument that
makes it easier to understand.

The limit is reached with reasonable widths: empirically, 30 channels are enough to make
the covariance of a 32-layer ResNet indistinguishable from its limiting GP.

The obvious practical takeaway from this investigation is that, when using finite or infinite
Bayesian CNNs, the practitioner should add spatial correlations in the prior over weights.

6.1.1 Exchangeable weight priors: hard to avoid GP behaviour

A less obvious consequence is the uncomfortable fact that many sensible priors over the weights
of a BNN behave very similarly to GPs in the infinite limit. GP behaviour is undesirable because
it implies the NN is not learning a feature representation from the data. Chapter 4 establishes GP
convergence for Gaussian weights, and mentions Hanin [Han21] which shows it for independent
weight matrices (Remark 4.1.2).

I conjecture that, using the layer-wise induction and exchangeable CLT [Blu+58; Mat+18;
GRA19], one can show GP convergence for any uncorrelated, exchangeable prior over weights
of a BNN, with finite moments. Proving this can be the object of future work (Section 6.3.1).

6.2 Recommendations from empirical prior evaluation

The function-space of BNN priors is complicated, and in reality not Gaussian; it is more
complicated. The first part of the thesis thus achieved only a partial understanding. To
nevertheless make progress in prior specification, I turned to an empirical approach.

Section 5.4 took a very straightforward approach: think of some possible BNN priors, and
try them out. Measure the performance and other empirical properties of the resulting BNN
posteriors. The experiments therein confirmed the recommendation to use spatially correlated
weights in CNNs from the first part of the thesis.

The main concern of Chapter 5 is the cold-posterior effect (CPE): how come BNNs work
better when the prior is cooled down to a temperature T ≪ 1? Wenzel et al. [Wen+20a] traced
the cause to prior misspecification, and this is what the chapter initially set out to address. I
found that heavy-tailed weights for FCNNs alleviated the cold posterior a little bit in image
data sets.

Ultimately, it is still unclear if prior misspecification is the main cause of the CPE, or even a
bottleneck to BNNs that work well. The Langevin inference algorithm seems accurate enough
in terms of temperature for classification networks. However, its convergence to the stationary
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distribution as measured by the R̂ is not close enough to treat it as the posterior, especially for
regression likelihoods.

The cold-posterior effect seems to be in great part, but not entirely, a consequence of data
augmentation in the likelihood. Image classification without data augmentation seems to have
a much smaller CPE (Fig. 5.9). A better Bayesian account of data augmentation could greatly
improve BNNs [Nab+21].

6.2.1 Empirical methodology contribution: hand-crafted EM

As isotropic Gaussian priors seem to underfit, one could try making them more similar to the
empirical distribution of SGD-trained network weights. This is the hand-crafted Expectation
Maximisation (EM) procedure of Section 5.2, and it suggested that heavy-tailed priors for
BNNs and spatially correlated priors for CNNs were ideas worth trying.

There are many other ways of analysing the weight-space priors derived from SGD, or from
posterior samples of a BNN. Thus, hand-crafted EM is a novel empirical tool, that can continue
to be of use to improve the priors of BNNs.

6.3 Future work

There are several ways to follow the strands of research presented in this thesis, as well as some
research into MCMC that would accelerate research into the cold-posterior effect and prior
specification research in BNNs.

6.3.1 GP convergence for exchangeable priors

The obvious way to follow up this thesis on the theoretical side is to weaken the assumptions
needed to prove GP convergence for NNs with infinitely many exchangeable units.

A promising approach to that is to formally state and prove the conjecture in Remark 4.1.2.
The blueprint for doing this is as follows: Matthews et al. [Mat+18] and Garriga-Alonso, Ras-
mussen, and Aitchison [GRA19] already prove convergence to GPs by using the exchangeable
CLT. Does their proof go through with minimal changes if the weights are assumed exchange-
able, with the same moment conditions as Blum et al. [Blu+58]? Is it possible to adapt that
proof to arbitrary NNs with exchangeable units, i.e. those that can be expressed in NETSOR?

NNs are invariant to permutations in their exchangeable units. Thus, if a prior is defined
at infinite width and each neuron is treated the same way, it can likely be made exchangeable
without altering the properties it imparts on the function space.
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Since exchangeable, uncorrelated priors converge to GPs, the only way to avoid GP
convergence while keeping the output variance bounded1 is to use priors over the weights that
are correlated across channels. One such possibility is the Multivariate t-distribution, which
does not meet the moment conditions for the exchangeable CLT. Thus, the proposed theorem
does not apply to it, which is desirable. However, it results in a scale mixture of GPs for
BatchNorm or ReLU networks, which involves very little feature learning.

6.3.2 Non-exchangeable priors

If we come to believe the previous conjecture, and that GP convergence is undesirable because
it prevents the BNN from learning features, what priors can we use? Good candidates are those
that do not satisfy the moment conditions, or are not exchangeable, for example:

• A prior that is only defined for up to N exchangeable units, and there is no meaningful
way to extend it to infinity. For example, a CNN with 3 channels (for colour) at every
layer, where the connections from red to blue are very correlated, but not the others.
This is abandoning the infinite width limit like MacKay [Mac98, Section 11] suggests.
It implies models of finite capacity, that cannot approximate any continuous function,
contra Neal [Nea96]. This implies models of finite capacity, that cannot approximate any
continuous function, contra Neal [Nea96].

• An exchangeable prior that does not satisfy the moment conditions. For example, a
mixture of Gaussians that depends on a Bernoulli RVs for every neuron group

• A prior that treats neurons differently. For example, a Gaussian prior where the ith
neuron’s weights have variance 1/2i.

• A separate geometric prior over the number of exchangeable units, thus giving substantial
mass to narrow NN but still allowing unlimited model capacity if it is needed. Aitchison
[Ait20b] showed that narrow NN are less sensitive to model misspecification in some
circumstances.

The only one that seems likely to help are 3 and 4. They both avoid the problem were
any individual neuron’s variance becomes 0 as the width goes to infinity, in a way different to
Section 4.1.3 [Nea96].

1Unlike Neal’s approach with α-stable priors (Section 4.1.3).
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6.3.3 Empirical BNN prior extensions

Another approach to having non-exchangeable priors is to simply not require that your BNN
have a sensible limit as width becomes infinite [Mac98, Section 11]. This goes counter to
Neal’s [Nea96] argument that NNs should always have maximum capacity, but seems to work
well in practice: the performance of some NNs peaks at a finite width [Ait20b; Lee+20].

The easiest way to choose priors for finite-width BNNs is empirically. For example, one
can copy features of the weight distribution using hand-crafted EM (Section 6.2.1).

Priors from hand-crafted EM, for transformers. One possible direction is to apply this
methodology to other classes of NNs, such as the now popular transformers [Vas+17]. The
method is to train many language (or vision) transformers with SGD and examine properties
of the distribution of their learned weights. By analogy with CNNs (Section 5.4.3), maybe
correlating the weights in different sentence positions is useful.

6.3.4 Optimal batch sizes for stochastic gradient MCMC

Like every other BNN topic, Neal [Nea96, Section 3.5.1] already investigates this question:
what’s the optimal batch size and learning rate, and their relation, to obtain the most MCMC
samples with limited computation? In his results, HMC with full batch is usually not worse
than mini-batching (what he calls partial gradient evaluation).

But is that still the case with modern NN architectures, which have been tuned to work
with stochastic gradient descent, modern data sets which are much larger, and with modern
SG-MCMC schemes? A thorough empirical study on this matter could greatly accelerate BNN
prior research.
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Stephan Mandt, Jasper Snoek, Tim Salimans, Rodolphe Jenatton, and Sebastian
Nowozin. How Good Is the Bayes Posterior in Deep Neural Networks Really?
2020. arXiv: arXiv:2002.02405 [stat.ML] (cit. on pp. 3, 6, 12, 77, 78, 80, 85,
86, 91, 98, 102, 129, 136).

[Wen+20b] Florian Wenzel, Jasper Snoek, Dustin Tran, and Rodolphe Jenatton. “Hyperpa-
rameter ensembles for robustness and uncertainty quantification”. In: Advances
in Neural Information Processing Systems. 2020 (cit. on p. 87).

[Wil19] Mark van der Wilk. “Sparse Gaussian process approximations and applications”.
PhD thesis. University of Cambridge, 2019 (cit. on pp. 40, 50).

[Wil+18] Mark van der Wilk, Matthias Bauer, ST John, and James Hensman. “Learning
invariances using the marginal likelihood”. In: Advances in Neural Information
Processing Systems. Vol. 31. 2018, pp. 9938–9948 (cit. on pp. 78, 91, 98).

[WRH17] Mark van der Wilk, Carl Edward Rasmussen, and James Hensman. “Convo-
lutional Gaussian processes”. In: Advances in Neural Information Processing
Systems 30 (NeurIPS 2017). Ed. by I. Guyon, U. V. Luxburg, S. Bengio, H. Wal-
lach, R. Fergus, S. Vishwanathan, and R. Garnett. Curran Associates, Inc., 2017,
pp. 2849–2858 (cit. on pp. 6, 39, 40, 44, 45, 50, 51, 60).

[Wil97] Christopher K. I. Williams. “Computing with infinite networks”. In: Advances
in Neural Information Processing Systems 9 (NIPS 1996). Ed. by M. C. Mozer,
M. I. Jordan, and T. Petsche. MIT Press, 1997, pp. 295–301 (cit. on pp. 49, 125).

[WR96] Christopher K. I. Williams and Carl Edward Rasmussen. “Gaussian processes for
regression”. In: Advances in Neural Information Processing Systems 8 (NeurIPS
1995). Ed. by D. S. Touretzky, M. C. Mozer, and M. E. Hasselmo. MIT Press,
1996, pp. 514–520 (cit. on pp. 2, 21, 39, 49, 53).

[Wil+16] Andrew Gordon Wilson, Zhiting Hu, Ruslan Salakhutdinov, and Eric P. Xing.
“Deep kernel learning”. In: Proceedings of the 19th International Conference
on Artificial Intelligence and Statistics. Ed. by Arthur Gretton and Christian
C. Robert. Vol. 51. Proceedings of Machine Learning Research. Cadiz, Spain:
PMLR, 2016, pp. 370–378 (cit. on pp. 50, 60).

https://arxiv.org/abs/2012.04115
https://arxiv.org/abs/1706.03762
https://arxiv.org/abs/1903.08008
https://arxiv.org/abs/arXiv: 2002.02405


References 121

[WI20] Andrew Gordon Wilson and Pavel Izmailov. “Bayesian deep learning and a
probabilistic perspective of generalization”. In: (2020). arXiv: 2002.08791 (cit.
on p. 3).

[Wol96] David H Wolpert. “The lack of a priori distinctions between learning algorithms”.
In: Neural computation 8.7 (1996), pp. 1341–1390 (cit. on p. 1).

[Wu+19] Anqi Wu, Sebastian Nowozin, Edward Meeds, Richard E. Turner, Jose Miguel
Hernandez-Lobato, and Alexander L. Gaunt. “Deterministic variational inference
for robust Bayesian neural networks”. In: International Conference on Learning
Representations. 2019 (cit. on pp. 74, 97).

[XRV17] Han Xiao, Kashif Rasul, and Roland Vollgraf. “Fashion-MNIST: a novel image
dataset for benchmarking machine learning algorithms”. In: (2017). arXiv: 1708.
07747 (cit. on pp. 88, 89).

[YS17] Ge Yang and Samuel Schoenholz. “Mean field residual networks: on the edge
of chaos”. In: Advances in Neural Information Processing Systems 30. Ed. by
I. Guyon, U. V. Luxburg, S. Bengio, H. Wallach, R. Fergus, S. Vishwanathan,
and R. Garnett. 2017, pp. 7103–7114 (cit. on p. 74).

[Yan19] Greg Yang. “Wide feedforward or recurrent neural networks of any architecture
are Gaussian processes”. In: Advances in Neural Information Processing Systems.
2019, pp. 9951–9960 (cit. on pp. 5, 6, 53, 55, 62–66, 68, 75, 97, 101).

[Yan+19] Greg Yang, Jeffrey Pennington, Vinay Rao, Jascha Sohl-Dickstein, and Samuel S.
Schoenholz. “A mean field theory of batch normalization”. In: International
Conference on Learning Representations. 2019 (cit. on pp. 18, 74).

[YCT15] Wenzhao Yang, Chunyu Chen, and Robert J Tempelman. “Improving the compu-
tational efficiency of fully Bayes inference and assessing the effect of misspeci-
fication of hyperparameters in whole-genome prediction models”. In: Genetics
Selection Evolution 47.1 (2015), pp. 1–14 (cit. on p. 134).

[ZK16] Sergey Zagoruyko and Nikos Komodakis. “Wide residual networks”. In: (2016).
arXiv: 1605.07146 (cit. on p. 72).

[Zha+19] Ruqi Zhang, Chunyuan Li, Jianyi Zhang, Changyou Chen, and Andrew Gordon
Wilson. “Cyclical stochastic gradient MCMC for Bayesian deep learning”. In:
(2019). arXiv: 1902.03932 [cs.LG] (cit. on pp. 77, 85, 86, 134).

https://arxiv.org/abs/2002.08791
https://arxiv.org/abs/1708.07747
https://arxiv.org/abs/1708.07747
https://arxiv.org/abs/1605.07146
https://arxiv.org/abs/1902.03932




Appendix A

Theorems and calculations

A.1 Convergence in distribution of random variables

Convergence in distribution, also called weak convergence, is a notion used to define the limits
of a sequence of random variables. It is equivalent to pointwise convergence of cumulative
distribution functions (CDFs). For a better explanation, see Rosenthal [Ros06, Section 10.1].

Definition A.1.1 (Convergence in distribution, one dimension). Consider a sequence u∗, u1, u2, . . .
of real-valued random variables on R. We say that un converges in distribution to u∗ iff for all
bounded continuous functions f : R→ R, limn→∞

∫
fdL(un) =

∫
fdL(u∗).

Here L(u) denotes the probability distribution, or law, of the random variable u [Ros06].
We define convergence in distribution for multi-dimensional random variables in terms of

convergence for any linear projection into a unidimensional random variables. This is known
as the Cramér-Wold device. From Matthews et al. [Mat+18, Section 6],

Definition A.1.2 (Cramér-Wold device). Consider a sequence u∗,u1,u2, . . . of random vari-
ables on RD. Convergence in distribution ofun tou∗ is equivalent to convergence in distribution
of
∑D

d=1 αdun,d to
∑D

d=1 αdu∗,d for every set of coefficients αd.

A.2 Central limit theorem

The Central Limit Theorem (CLT) is one of the best known results in statistics. Given a
collection of i.i.d. random variables with equal mean and variance, their constant-variance sum
converges in distribution to a Gaussian. We refer to Rosenthal [Ros06, Section 11.2].

Theorem A.2.1 (Central limit theorem). Consider i.i.d. random variables u1, u2, . . . with finite
mean m and finite variance V . Consider the whitened average of N such random variables,



124 Theorems and calculations

RN =
(∑N

n=1 un − nm
)
/
√
nV . The averages RN converge in distribution to a Gaussian

N (m,V ) as N →∞.

Using the Cramér-Wold device (Definition A.1.2) it is easy to derive a CLT for a multivariate
Gaussian, using mean vectors and covariance matrices. It is also possible to extend the CLT to
uncorrelated exchangeable random variables [Blu+58].

A.3 Kolmogorov extension theorem

The Kolmogorov extension theorem is a result from measure theory, used to define probability
distributions on infinite spaces. We define a family of random variables indexed by some set X .
The key is to make sure that the joint distributions of every finite subset of X “match up”. We
refer to [Tao11, Section 2.4, Theorem 2.4.3].

Definition A.3.1 (Pushforward of a subsetting operation). Consider a measurable function
πB←A : SA → SB, defined for B ⊆ A. In this case, πB←A transforms sets indexed by A into
those indexed by B by dropping some elements. In the case of GPs, The sets SA, SB are vectors
of real numbers, with a dimension for each element of A or B.

Its pushforward on a measure µA is written (πB←A)∗µA. The result of this operation is
another measure, µB ≜ (πB←A)∗µA, such that for any set EB ⊆ SB,

µB
(
EB
)
= µA

(
π−1B←A

(
EB
))
. (A.1)

Theorem A.3.2 (Kolmogorov extension theorem). Consider some set X̃ . Let {Ωx,Bx}x∈X̃ be
a family of measurable spaces, each with a topology Fx. For each finite X ⊆ X̃ , let µX be
an inner regular probability measure on the product σ-algebra BX ≜

∏
x∈X Bx and product

topology FX ≜
∏

x∈X Fx. The measure µX should obey the compatibility condition

(πZ←X )∗µX = µZ (A.2)

whenever Z ⊆ X ⊆ X̃ are two nested finite subsets of X̃ . That is, the marginals for the smaller
subset coincide in the two distributions.

Then, there exists a unique probability measure µX̃ on BX̃ such that each of its projected
marginals are (πX ← πX̃ )∗µX̃ = µX for all finite X ⊆ X̃ .

The product topology for an arbitrary, even uncountable, collection of topologies always
exists [Mun00, Sec. 19.].
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A.4 Second moment for the error function nonlinearity

The error function (erf) is given by the integral ϕ(x) = 2√
π

∫ x

0
e−t

2
dt, and is related to the

Gaussian CDF. It is very similar to the hyperbolic tangent (tanh), with the difference that erf’s
tails approach 0 and 1 faster than the tanh’s tails. Williams [Wil97] gives us its second moment
as

V (ℓ)
ν (X,X ′) =

2

π
sin−1

 2K
(ℓ)
ν (X,X ′)√

(1 + 2K
(ℓ)
ν (X,X)(1 + 2K

(ℓ)
ν (X ′,X ′))

 . (A.3)

A.5 Hyperparameters for Chapter 3 experiments

Hyperparameters ConvNet GP Residual CNN GP ResNet GP
σ2

b 7.86 4.69 0.0
σ2

w 2.79 7.27 1.0
#layers 7 9 32
Stride 1 1 mostly 1, some 2
Filter sizes 7 4 3
Padding SAME SAME SAME
Nonlinearity ReLU ReLU ReLU
Skip connections – every 1 layer every 2 layers
Test error 1.03% 0.93% 0.84%

Table A.1 Optimised hyperparameter values. The ResNet has σ2
b = 0 because there are no

biases in the architecture of He et al. [He+16a]. Because of this, and the fact that the nonlinearity
is a ReLU, the value of σ2

w does not matter except for numerical stability: the σ2
w for every layer

can be taken out of the nonlinearity and multiplied together, and kernel functions that are equal
up to multiplication give the same classification results in this Gaussian likelihood setting.





Appendix B

Additional Bayesian CNN experiments

B.1 Additional experimental results

B.1.1 Covariance matrices of FCNN, CNN and ResNet

Here we report the full covariance matrices for the layers that were not analyzed in the main
document (Section 5.2.2). The covariances of the FCNN weights for layers 2 and 3 are shown
in Fig. B.1 respectively. In both cases, the covariance matrix from the SGD-trained weights
seems rougher than the one whose entries are i.i.d. Gaussian. Other than that, they show no
discernible structure.

Next, we give the covariances of CNN weights in layer 1 (Fig. B.3) and layer 2 (Fig. B.4).
We have omitted layer 3 of the CNN because it is just a fully-connected layer, and looks much
like layers 2 and 3 of the FCNN.
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Fig. B.1 FCNN layer 2 empirical covariances of the weights, trained with SGD on MNIST.
The covariance matrix is less smooth than we would expect from an isotropic Gaussian draw,
but shows no other discernible structure.
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Fig. B.2 FCNN layer 3 empirical covariances of the weights, trained with SGD on MNIST.
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Fig. B.3 CNN layer 1 empirical covariance of the weights, trained with SGD on MNIST. The
input (also spatial) direction has correlations, also shown in Fig. 5.3. The output direction is
rougher than its i.i.d. Gaussian counterpart.
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Fig. B.4 CNN layer 2 empirical covariance of the weights, trained with SGD on MNIST.
The input direction is less smooth than the isotropic Gaussian. It should display the spatial
correlation of Fig. 5.3. The output direction is a bit rougher, but has no other discernible
structure.
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B.1.2 Empirical off-diagonal covariances

We report results for the distributions of off-diagonal covariances for various layers in this
section. The FCNN results are shown in Figs. B.5 and B.6 and the CNN results in Fig. B.7.
Like the plots in Section 5.2, the histograms of covariance matrix entries displayed here are
much broader than what we would expect for isotropic Gaussian weight matrices. Figures B.6
and B.7 also contain histograms of the singular values of the covariance matrices. These show
that the empirical spectra have more support (the smallest singular value is smaller) and decay
more slowly, also hinting at heavier tails than a Gaussian.

B.1.3 The influence of data augmentation on the cold posterior effect

When running the CIFAR-10 experiments with Bayesian ResNets with and without data
augmentation, we find that data augmentation seems to significantly increase the cold posterior
effect (Fig. B.8). Moreover, data augmentation seems to increase the performance of the
models a lot at colder temperatures, but not at the true Bayes posterior T = 1. This suggests
that data augmentation can also be one of the reasons for the cold posterior effect, as already
hypothesized by Wenzel et al. [Wen+20a] and Aitchison [Ait20a].

B.1.4 SGD baselines

In terms of likelihood, calibration, and OOD detection, almost all our BNN models consistently
outperformed the SGD baselines. The results including SGD are shown for FCNNs in Fig. B.9,
for CNNs in Fig. B.10, and for ResNets in Fig. 5.9.

B.2 Additional inference diagnostics

B.2.1 Kinetic and configurational temperature estimates

As described earlier, we use two temperature diagnostics (inspired by Wenzel et al. [Wen+20a]):
the kinetic temperature and the configurational temperature. We show the estimated tempera-
tures of all our BNN experiments in Figs. B.11 to B.14, 5.12 and 5.13, as a mean± one standard
error. The desired temperature is shown as a dotted horizontal line. The kinetic temperatures
generally agree well with the true temperatures, so our sampler works as expected there.

The configurational temperature estimates have a higher variance than the kinetic ones.
Especially in the regime of small true temperatures, they often tend to slightly over- or un-
derestimate the temperature. This is not surprising, since at low temperatures the noise in the
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Fig. B.5 Distributions of off-diagonal elements in the empirical covariances of the weights of
the FCNN in layers 1 and 3. The empirical distributions are plotted as histograms, while the
idealized random Gaussian weights are overlaid in orange. We see that the covariances of the
empirical weights are more heavy-tailed than for the Gaussian weights.
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Fig. B.6 Histograms of singular values of the weight matrices of the FCNN in layers 1 and 3.
The spectrum of the empirical weights starts at a smaller value and decays slowly than the one
for Gaussian weights.
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Fig. B.7 Distributions of off-diagonal elements in the empirical covariances of the weights
and singular values of the CNN in the other layer. The empirical distributions are plotted as
histograms, while the idealized random Gaussian weights are overlaid as an orange line. We
see that the covariances of the empirical weights are more heavy-tailed than for the Gaussian
weights. The singular value spectrum has broader support and decays more slowly for the
empirical covariance matrix, suggesting tails heavier than a Gaussian.
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Fig. B.8 Performances of Bayesian ResNets with different priors on CIFAR-10 with and without
data augmentation in terms of different metrics. Data augmentation seems to increase the cold
posterior effect.
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Fig. B.9 Performances of fully connected BNNs with different priors on MNIST and Fash-
ionMNIST in terms of different metrics, compared to SGD solutions. The heavy-tailed priors
perform better for FashionMNIST, and perform better for MNIST at least as well as Laplace
for error and NLL. Heavy tailed priors also eliminate the cold posterior effect (they get worse
as temperature falls).

gradients is dominated by the minibatching as opposed to the temperature noise. Correctly
estimating the temperature from the gradients thus becomes harder.

Note that while the relative deviations can seem large in this regime, the absolute deviations
are still quite small. Note also that while the conditioned momenta are strictly positive, the
inner products between gradients and parameters can become negative in principle, which is
why at low temperatures (close to 0) the configurational temperature estimates might sometimes
be a bit below 0. Overall, the sampler is still within the tolerance levels of working correctly
here, but there could be some small inaccuracies at low temperatures. However, judging from
the shape of the actual tempering curves (see Section 5.4), the measures usually change more
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Fig. B.10 Performances of convolutional BNNs with different priors on MNIST and Fash-
ionMNIST in terms of different metrics, compared to SGD solutions. The correlated prior
generally performs better than the isotropic ones, but still exhibits a cold posterior effect, while
the heavy-tailed priors reduce the cold posterior effect, but attain worse performance.

in the higher temperature regimes than in the lower ones, so there is no strong reason to believe
that the inference at low temperatures was too inaccurate to support the results.
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Fig. B.11 Temperature diagnostics of the MNIST experiment with CNNs.

B.2.2 Between-chain and within-chain variances

We also computed the rank-normalized split-R̂ diagnostic [Veh+21], which measures how well
a collection of independent Markov chains have mixed. The split-R̂ is related to the ratio of
between-chain and within-chain variances, and should be as close to 1 as possible.

Neural network functional forms have a large number of parameter symmetries (for example,
permutation invariance). Accordingly, the true BNN posterior should sample from all these
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Fig. B.12 Temperature diagnostics of the FashionMNIST experiment with FCNNs.
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Fig. B.13 Temperature diagnostics of the FashionMNIST experiment with CNNs.

modified parameters with probability proportional to their prior. However, for prediction
purposes, it does not matter if the parameters are stuck in a single “permutation” and do not
mix.

Therefore, for the purposes of this paper, we calculate the R̂ diagnostic not directly on the
parameters, but on symmetry-invariant functions of the parameters. In practice, this amounts
to evaluating the NN on a test set, and calculating the R̂ diagnostic for functions of the logits
and the prior probability. Tables B.1 to B.3 display the value of the diagnostic R̂ for different
such functions: the log-likelihood, the unnormalized log-posterior (potential), and the log-prior,
respectively.

We employ the rank-normalized R̂ estimator [Veh+21, eq. 14] as implemented in the
ArviZ library [Kum+19].
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Fig. B.14 Temperature diagnostics of the CIFAR-10 experiment with ResNets without data
augmentation.

Table B.1 Estimated R̂ values for the different models and priors with respect to the loss.

Gaussian Laplace Student-t Correlated

MNIST FCNN 1.000 1.001 1.006 -
FashionMNIST FCNN 1.000 1.000 1.007 -
MNIST CNN 1.000 1.000 1.002 1.000
FashionMNIST CNN 1.001 1.003 1.009 1.001
CIFAR-10 ResNet 1.115 1.115 1.125 1.109
CIFAR-10 ResNet (augmented) 1.057 1.054 1.047 1.066

The diagnostics are generally favorable (R̂ ≤ 1.01, mostly) for smaller NNs (FCNNs and
2-layer CNNs) and for MNIST. Within the ResNets applied to CIFAR-10, the prior distribution
with the R̂ closer to 1 is the correlated Gaussian. This provides evidence that inference is easier
in the case of the correlated Gaussian, and therefore that the correlated Gaussian is a better
prior [Gel+13; YCT15]. This is because if the prior is good, the data are plausible simulations
from it; so the posterior is close to the prior and will be easy to approximate.

B.3 Implementation details

Training setup. For all the MNIST BNN experiments, we perform 60 cycles of SG-MCMC
[Zha+19] with 45 epochs each. We draw one sample each at the end of the respective last five
epochs of each cycle. From these 300 samples, we discard the first 50 as a burn-in of the chain.
Moreover, in each cycle, we only add Langevin noise in the last 15 epochs (similar to Zhang
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Table B.2 Estimated R̂ values for the different models and priors with respect to the potential.

Gaussian Laplace Student-t Correlated

MNIST FCNN 1.000 1.002 1.023 -
FashionMNIST FCNN 1.000 1.000 1.013 -
MNIST CNN 1.000 1.000 1.001 1.000
FashionMNIST CNN 1.000 1.002 1.007 1.000
CIFAR-10 ResNet 1.166 1.147 1.171 1.139
CIFAR-10 ResNet (augmented) 1.085 1.083 1.073 1.090

Table B.3 Estimated R̂ values for the different models and priors with respect to the log prior.

Gaussian Laplace Student-t Correlated

MNIST FCNN 1.000 1.005 1.101 -
FashionMNIST FCNN 1.000 1.003 1.104 -
MNIST CNN 1.001 1.002 1.013 1.001
FashionMNIST CNN 1.002 1.006 1.013 1.001
CIFAR-10 ResNet 1.404 1.232 1.366 1.195
CIFAR-10 ResNet (augmented) 1.274 1.346 1.264 1.198

et al. [Zha+19]). We start each cycle with a learning rate of 0.01 and decay to 0 using a cosine
schedule. We use a mini-batch size of 128.

For the SGD experiments yielding the empirical weight distributions, we use the same
settings, but do not add any Langevin noise. We also do not use any cycles and just train the
networks once to convergence, which in our case took 600 epochs.

We ran the experiments on GPUs of the type NVIDIA GeForce GTX 1080 Ti and NVIDIA
GeForce RTX 2080 Ti on our local cluster. The main experiments (see Fig. 5.7 and Fig. 5.8)
took around 10,000 GPU hours to run.

FCNN architecture. For the FCNN experiments, we used a feedforward neural network with
three layers, a hidden layer width of 100, and ReLU activations.

CNN architecture. For the CNN experiments, we use a convolutional network with two
convolutional layers and one fully-connected layer. The hidden convolutional layers have 64
channels each and use 3× 3 convolutions and ReLU activations. Each convolutional layer is
followed by a 2× 2 max-pooling layer.
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ResNet architecture. For the ResNet experiments on CIFAR-10, we use a ResNet20 archi-
tecture [He+16a], equal to the one used in Wenzel et al. [Wen+20a]. For data augmentation, we
pad all the images with 4 pixels on each border, then randomly crop out a 32x32 image out of
that padded one, and finally randomly flip half of the images horizontally.

Software packages. We implemented the inference and models with the PyTorch library
[Pas+19]. To manage our experiments and schedule runs with several settings, we used Sacred
[Gre+17] and Jug [Coe17] respectively. For the diagnostics, we also use Arviz [Kum+19].
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